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1. Introductions

Peter stressed that this NCBC needs to be inclusive, essential component of biomedical research.  Reach out to the rest of the NIH and scientific community.

Carol said goals are to get to know each other, also to get excited about our work.

Other Science Officers with provide liason to their organization/institutes: 

· Sherri De Coronado, NCI

· Art Castle, NIDDK

· Jennifer Couch, NCI

· Herman Kavalier, PH

· Jennie Larkin, NHLBI

· Karen Skinner, NIDA

· Ram Sriram, NIST

· Chris Greer, NSF

Goal: to rejoice in our differences (backgrounds), bring us together, raise tough questions

Ground rules for discussion

2.  Stanford University (Lynn): Core 1 @ Stanford University
Outline:

· Goal for Bioportal

· Software development process

· Demo

Goals:

· Enterprise level, production quality software: industrial-strength, mission critical, robust, scalable

· Custom web application: functionality specific to ontology community, user experience & interface design tailored, not generic

Software development process:

· Spent months doing analysis/requirements

· Extracted requirements from grant

· Gathered functional requirements from current OBO

· Transferring high level requirements to specific tasks

· Functional requirements document which identified users, roles, large list

· Requirements drive design and architecture of system: prioritizing

Functionality:

· Ontology submission: pipeline, validation, versioning

· Ontology metadata: categorize, associate provenance, web-of-trust

Workflow for ontology submission (flowchart):

· Background processing, will have status for where in flow

· OBO Librarian review (categorization, criteria)

If an ontology is inappropriate, human intervention would be required to turn it away; must be open but also biomedical; MODs handle policing with external advisory boards

Suggest keyword (from CV) requirement as part of submission process as metadata to help librarian

Online ontology submission means validation, indexing, scheduling, messaging, etc.

Other functional requirements:

· Ontology indexex and services:  parse, validate, and index content

· Ontology mapping

· Ontology visualization: tree display, graph-based, Jambalaya

· Ontology navigation (UVic)

· Ontology alignment & difference

Software: phased development

Phase 1: build framework and subsystem to make scalable, robust application

Unsexy before the sexy

· Authorization/authenticate, ontologies, category list, download

· New submission

· Metadata

· Versions

Software: design

· Investigated resources:  Protégé, PROMPT, LexGrid

· Researched technology stack (Java, JBoss, Java Server Faces, JMS, etc.)

· Protyped functionality (authentication/authorization, serving files through apache/tomcat, connection between user interface and session beans, etc.)

· Designed architecture

What about OBO-Edit?  Most OBO ontologies in that format.  Mayo will discuss

Software: design considerations

· Disparate user interface:  need for remote & local access

· Distributed transactions

· Cache

· Aspect oriented programming (AOP)

· Background message driven process

· Rapid development (POJO)

· SOAP

· Authentication & authorization

Architecture chart:

· JBoss Application server

· JAAS authorization & authentication

· JMS messaging

· Soap services

· Java mail

User interface > mbeans > LEXGrid, Protégé APIs > Oracle

Software development:

· Writing production quality code, slower but robust

· Testing crucial: unit tests

· Deployment:  meetings with Stanford IT depts., cost/benefit analysis of where to host (offsite?), backup & failover strategy, power considerations, hardware specifications, machine configurations

Demo

· Working code, not a one-off

· Design, color scheme, layout will change

· No navigational features

· Data hand-entered so inaccurate

24 ontologies in their system, list with format, current version, release data, version status (developer view, not librarian view)

Dashboard: info on one page, with common activities one click away

List alphabetical or by category, more details, can focus on just the category you wanted

Identify who your users are: ontology developer (OBO, DBPs), ontology librarian; no budget for tests so community effort

Have tabs for metadata, versions, and visualization

Can upload the file if hosted at your local repository rather than at cBiO

Tabs for download, submit version, submit ontology

For submission, require that you register: My account, sign out

Submission:  Display name, supported language, description, rights, format (OBO text, etc.), file location, version, status (alpha, beta, etc.), release date

Metadata XSD: user can version their submission, cBiO not telling them what version means

Summary:

· Production quality enterprise level custom web application

· Development for quality, robust, supportable software

· Phases: base system and framework first

· Requirements drive architecture

· Phase 1 rollout target for June

· Gating factors: moving files, versions, associated metadata from sourceforge site

· Availability of production environment

· logo

Formal process for software development; making sure it doesn't break other things; identify integration points for other groups' software

In June, give 4 weeks time for feedback

ACTION ITEM: Identify new ontology submitters as users before June

3. University of Victoria (Peggy): Visualization of ontologies and data annotations
· Chris Callendar: programmer, visualization framework for bioportal, degree of interest

· Tricia: student, pictorial ontology navigation

· Sean: student, ontology search

· Maria: student, visualization of clinical trial data

Core 1: Visualization toolkit, ontology, mapping mechanism, evaluation

Core 2: Visualization of clinical data

Approach:  requirements in an interative manner; identify user groups & tasks (DBPs)

Draw from research: human computer interaction, visualization, adaptive interfaces, computer-supported collaborative work

Previous work: Jambalaya (visualization support for Protégé), also tools for comprehension, navigation, and collaboration in software engineering

· Jambalaya: Protégé + SHriMP (nested or unnested graph, smooth animated zooming & graph layouts, embedding swing widgets)

· Demo of NCI anatomy: overview; showing interconnections; drilling down; creating high level arcs, when mouse over, can see hint of interactions; can also show neighbors (queryview); classtree flattened, nested view

· PromptViz: visualizing 2 vesions of an ontology

Determining requirements for future:

· How can we provide a useful visualization at the moment user needs it?

· Need better support for task-driven visualization on demand:  familiar tools, support particular task, should be efficient

Current work:

· Degree of interest model (Chris)

· Jambalaya Lite Applets (Chris)

· Ontology repository search (Sean)

· Pictorial-based ontology navigation (Tricia/Nigam)

Degree of interest model (Chris):

· Address problem of information overload, identify relevant info

· Develop by monitoring user activities (navigation actions, editing, annotating)

· Highlight or filter more "interesting" elements in ontology

· Integrated into Protégé, and will be doing this with OBO-edit

Mylar runs in the background, monitoring your use

Apply degree of interest coloring (highlighting) or degree of interest filter (hides things that are not interesting); can tell it what is interesting or not; interest level is usually propagated up to the parent, not down to the child

Goal is to be able to export expert person's profile to a novice

JambalayaLite applet:

· Simplified interface and sped load time up (3.5MB)

· Currently on web but active development

· Goal for user feedback at end of May

Ontology repository search (Sean):

· AmiGO shows the terms for 3 GO ontologies, but doesn't show connections or positional info (where it is in ontology)

· Choosel (Chisel + Google) demo

· Can search for a term, e.g. P*; brings up all terms that start with 'P'

· See the type (class), path, source

· Can select a concept and see the neighborhood graph: thing > people > employee

· Can then home in on employee and its children and see relationships

· Can use power of jambalaya for all the different views

Choosel ontology search demo:

· Results on left, with rectangles indicating ontologies: size indicates size, colored by category

· On the right, see the terms, with same color-coding

Ontology alignment:

· Current approaches rely on syntactic comparison; problem with synonymous concepts

· Need semantic comparison:  skull > cranium, DNA > deoxyribonucleic acid

· Developed semantic comparison algorithm, can match synonyms, abbreviations, phrases, etc

· Tested against synonym datasets

· Plan to develop into a new alignment algorithm that incorporates

How do you define a synonym?  Defined in a thesaurus. Word net? Sameness? In future

Short term goals (next year)

· Jambalaya Lite applets deployed and integrated with Bioportal (May 2006)

· Initial prototype of Jambalaya thin client for Bioportal (Dec 2006)

· Degree of interest model: integrate with Protégé and OBO-Edit to evaluate

· Ontology alignments (Sep 2006)

· Visualizing data annotations (Dec 2006)

Web based?  Heading that way

Degree of interest models will be extensible? Yes, for browsing or annotation

Have you looked at Swoogle?  No. Swoogle will find class terms based on RDF

4. Mayo Clinic (Jim): LexGrid for cBiO

LexGrid software team

cBiO architecture diagram

cBiO workflow: convert file to LexGrid DB schema, index file to be LexGrid searchable

· Ontology storage & management

· Query access

· File format conversions

· Protégé/LexGrid integration

LexGrid Goal: terminology a commodity resource, available whenever/wherever, revised and updated in real time

Roles in cBiO:

1. Direct LexGrid API access; leverage LexBIG (work for caBIG)

2. Cross ontology search (across multiple ontologies, versions; one server instance; additional requirements: order & precedence)

3. Versioning (support multiple versions, basic administration utilities for loading, activating, deactivation, retiring, special tagging)

4. Validation (validation LexBIO API:  validation independent of loading, syntactic validation only)

5. File support: generate default mapping to LexGrid, parse and validate Protégé, Protégé OWL, and OBO), content mapping (LexMap)

6. OBO plug-in API for Protégé

LexBIG service & subsystems: 

· service metadata (loaders, indexers, loader administration for LexGrid, OWL, OBO, Protégé, other); extendable

· query service: model driven architecture, XML schema is master, (rendered in XMI, Java, UML), separation of search & data classes, deferred query resolution, support iterators, extension points for load, index, search , convenience methods, provide vocabulary mapping for common formats

· service manager: lexical set operations, graph operations, history, influenced by common terminology services (CTS), CTSII for HL7

· extensions (Loaders, search/index, general purpose, and in future, classifiers)

Synnormy: synonym normalization issue, near synonyms, measuring syntactic distance: ignore this by creating thesauruses

Schedule: requirements analysis in March, OWL/OBO loader by mid-April, LexBIO ready for testing by early May, LexBIO releases planned every 2 weeks in May/June

Future points:

· Metadata integration, extension to domains (OBD)

· LexGrid federation (replication/updates, advertise & discovery, cross ontology and node search, cross reference)

· Index services (synnorm, reasoning)

Functionality

· Replication/update: NCI > datastore, then as you update this, you could either do a push or pull of your NCI replica

· Cross references: web together concepts between ontolgies, e.g NCI, UMLS, semantic net

· Indices

NLM meeting this week, Mayo, Chris Mungall, NLM (UMLS) discussed terminology formats, versioning, etc.

· important to harmonize cBiO efforts with theirs; wanted TREF to be standard format to distribute ontology content

· goal for them to allow other terminologies to get into UMLS

· useful to have an interchange format that derives from a higher order concepts

· define set of use cases to get terminologies both in and out of NLM

· will use RRF (UMLS format) and UMLize this to define an abstract model to be explicit about interactions; pose use cases against shared model

· Relevance for cBiO:  canonical format (from NLM perspective)

· Fundamentally, they are trying to model concepts

How is word 'version' being used?  Temporal, rather than subsets

But subsets or views are a major use case

Two separate projects on ontology alignment: Mayo and UVic; see if we can marry indexing of LexGrid with visualization

How to keep all the pieces coordinated?  Stanford, Mayo, UVic

Communication needs to be in place; what needs to be done better?

This project is a forum for discovering complementary activity

UVic is using Lucene indexing; LexGrid started with that

Are current communications working? Hub and spoke, with spoke to spoke visits

On a technical level, we are not integrated, all separate CVS systems

Can we get the driving biological project (DBP) data in a central space, e.g. ontologies, for test use cases for core 1 development?

How to get the DBPs to drive? Interaction between core 2 and DBPs, and UCSF and UVic

5. Discussion: outstanding issues to be resolved:

· OBO semantics of metadata

· Importing OBO/future of the OBO site (exist in parallel or go away?)

· Formal feedback process for OBO/Bioportal, bug tracking

· Capture & priorize requirements and identify users

· Functionality already in Sourceforge vs. new functionality

· Feedback from users

· What about degree of interest and choosle tools?

· Tracking usage of terms?

· Query use cases

· What to store in LexGrid (metadata)

· When should metadata be put into Bioportal?

Metadata as a means to content

6. Lawrence Berkeley National Lab (Suzi, Chris): Core 2: Bioinformatics

Core 2 Background (Suzi)

Drosophila Genome Project; sequence annotation, mutagenesis, cDNAs, informatics tools

GO started at same time as Drosophila genome sequencing

Chris: GadFly, GO, Chado database schema, will be OBD architect

Shu: AmigGO, ImaGO, will be getting data into Bioportal

Mark: Apollo, Phenotype annotation tool (Phenote/Plumper) and OBD interfaces

OBD (Chris)

Outline:

· Core 2 aims

· Data models for OBD: phenotypes, clinical trials, others

· Modeling frameworks: exchange formats, database systems (SQL-based vs semantic web)

· Progress

· Demo

Aims:

1. Apply ontologies, software toolkit for describing and classifying data

2. Curate, manage, view data annotations

3. Investigate & compare implications (link human diseases with models)

4. Maintain: reconciling ontologies and annotations

DBPs: ZFin, FlyBase, HIV clinical trials

Apply ontologies to describe data (dataflow)

· OBO, replicate into OBD

· Data submission service

· FlyBase and ZFIN use Phenote to get data into their own MODs

· Dataviews

Users:  MOD users go to MODs; other users, OBO users and OBD users, will use Bioportal to look at what is in OBO and OBD; other clinical users will look at HIV clinical trial in TrialBank, but some may look via Bioportal

Data models:

· Common/shared domain specific models

· FB, ZFIN link genotype to phenotype ('EAV',), orthologs

· HIV clinical trial data

Phenotype data model:

1. qualities inhere in entities (entity term; PATO term) e.g. brain fused

2. precomposed phenotype terms (mammalian phenotype ontology)

need to support both

Extensions to simple model (to discuss at Saturday phenotype annotation breakout)

Modeling clinical trials:

Already described using frame-based schema

Further modeling: 

· abstraction (integrate with other OBD datatypes) 

· views (only parts relevant to OBD/BioPortal)

Future DBPs and use cases:

· OBD will contain a variety of general types of data

· Modeling expensive: use existing models, but whole must be cohesive, integrated

Modeling frameworks

· Language

· Technology

Modeling data: underlying formalism; express model with modeling language

Options:

· Relational/SQL

· Semi-structured, XML

· Object-centric (UML, frame-based)

· Logic based (description knowledge (OWL), first order logic (CL)

· Natural language descriptions

Model should be independent of language

Data exchange language: XML

· Simple

· suited for data exchange

· can drive software spec (Constrains programmatic data model, XSD can generate UML, closed world assumption)

· mature

OBD uses XML

· Obd-geno-pheno-xml (aka pheno-xml)

· Uses modular components (genotype, phenotype, environment, provenance schemas)

· Used as exchange format , cf: gene ontology association files

· No need for ClinicalTrials-XML (WHO developing one)
SQL Databases

· Data storage, management, querying (all MODs use these)

· Advantages (scalable, standard QL, mature, APIs)

Chado schema

· Used by many MODs, like FlyBase; other MODs are chado-compliant, like ZFIN

· Modular (ontologies, genomic, genotype, phenotype, phylogenies, etc.)

· Phenotype module needs updating based on pheno-xml specification

Issues:

· OBD will be much more than geno-pheno: clinical trials, future DBPs, other NCBCs, any data expressed in ontology language

· Software & schema development expensive: fragility as schema evolves, development gets bogged down

· SQL & XPath great for "traditional" data, but too low-level for ontology-centric data, queries

Use case from previous experience:  AmiGO

· GO "find all TF genes (transitive is_a closure)

· Find all gene products localized to ER (part_of cluser, over is_a)

· Our solution:  AmiGO & go-sqldb

· Precompute transitive closures: problems with that

OBD requires more ontological awareness

· Other types of relations (ontogenic, transitive_over)

· Other types of data

· Pre-vs. post-composed terms (e.g. phenotype ontologies): queries over either should be interchangeable

Solution: more expressive formalisms

QLs and APIs provide & abstract away common ontology operations (ease of programming, optimization)

Choices

· Semweb databases

· RDF+RDFS+Owl [lite + DL] + extra

· Lots to choose from, emerging standards

· Compatible with OBO v1.2 spec

· Deductive databases

· Superset of relational dbs

· From Prolog to full CL

Modeling phenotypes as RDF/OWL or OBO instances: entity, quality, classes/terms

Example in SeRQL: results of query on OBD-sesame

Advantages of SemWeb dbs over pure SQL

· Ontology is the model (constraints encoded in ontology, agile dev., fast db integration)

· Rich modeling constructs (transitivity, subsumption, intersection, powerful QLs and APIs)

· More technical interoperation for free (URIs, proven?)

· Open world assumption (hindrance?)

Disadvantages of SemWeb dbs

· Speed (slower than SQL, but in-memory is fast)

· Immature, but lots of momentum

· Foundations (RDF triples appropriate? Inherent difficulties modeling time, SQL allows n-ary relations/predicates)

There should be ways to model time

Hybrid model

SemWeb db s are commonly layered over SQL DBs

Best of both worlds

· Data view layers

· Mapping between Obo/OWL model & specific relational schema

· Materialized for speed

· Different applications use appropriate layer

Figure of OBD with domain specific tools accessing via layers

Current progress: OBD-Sesame

· Open source "triple store"

· Based on Jena (also used in Protégé-OWL)

· Can use your own memory or disk layer

Sesame databases

· Pheno 

· ZFIN & FB EAV trial 2003 data

· Test ortholog set (FB simple alleles, ZFIN legacy phenotype data)

· Ontologies (AOs, PATO, Cell, GO)

· Method: excel & flatfiles > pheno-xml > OWL

· Trialbank: ocelot > obo-xml > OWL

· Soon will put in human orthologs & OMIM

Technology evaluation on Sesame

· Use case query set

· Benchmarks

· SQL layering terrible

· In-memory fast

· Optimizations?

· Other triple stores?

· See wiki

· Test OWL-DL entailment

· Bigger dataset required for full evaluation

· Community effort: pub-semweb-lifesci list

Extraction tool that writes SQL to load, can index a few specific columns, and speed up things a lot

Parallel development: OBD prototype

· Inititiated prior to OBD-Sesame

· Simple deductive database

· Prolog based

· Chadolike schema, can be views on Obo/OWL predicates

· Amigo-clone user interface

· Rapid prototyping

· Current dataset: OBD-Sesame (including clinical trials)

OBD To Do list

· Pheno-xml, finalize release version, Obo/OWL mapping, logic specification

· More Data (orthologies)

· OBD-BioPortal integration

· Versioning & reconciling changes (decide on ontology versioning first)

OBD dependencies

· PATO development

· UMLS into OBO-site

· Ontologies:  

· FMA accessibility

· species-centric Anatomy Ontology alignments (XSPAN?)

· Sept. meeting on AO development

· Nov. meeting on disease ontologies

· Data: MOD pheno annotation, OMIM annotation

· Bioportal

Miscellaneous

· NLP for phenotype annotation tool

· Obol

· Trial on evolutationary phenotype characters

· Cambridge NLP project

· Can be used to "prime" tool

· Decomposing Mouse Phenotype Ontology

Discussion

· Will SemWeb dbs work?

· Ontology-based modeling

· The ontology is the model

· Importance of relations ontology, upper ontology

Mark says for Protégé, having angst also since those are slow

Discuss how to conceptually model the annotations, e.g. update annotations as ontologies change

Not just structure

UMLS into OBO? Clinical trial data portions; changes the issue of scalability by 2 orders of magnitude

XMDR group is focused on representing ontologies in semantic web databases, should connect with Gail Hodges group

BIRN meeting, they will time; time-slices approach has issues

7. University at Buffalo (Barry): Dissemination of Ontology Best Practices
Core 6, dissemination of ontology best practices

· Barry Smith (PI)

· Fabian Neuhaus (Postdoc)

· Werner Ceusters (Dir. Of Biomedical Informatics)

Collaborations:

· Foundational model of anatomy

· Gene ontology, OBO ontologies

· NCI Thesaurus

Towards ontology as tool for biomedical science


Problem with terminologies

· Concept representations

· Conceptual data models

· Semantic knowledge models

Information consists in representations of entities in a given domain

What, then, is an information representation?

Massively interdisciplinary community, use words in different ways:

· Concept

· Type

· Instance

· Model

· Representation

· data

Karl Poppers "Three Worlds":  

1. physical reality

2. psychological reality

3. propositions, theories, texts

Three levels to keep straight:

· Level 1: reality on the side of the organism (patient)

· Level 2: cognitive representations of this reality on part of clinicians

· Level 3: publicly accessible concretizations of these cognitive representations in textual, graphical, & digital artifacts

We are all interested primarily in level 1

Ontology development starts with cognitive representations of clinicians or researchers as embodied in their theoretical and practical knowledge of the reality on the side of the patient

Ontology development results in Level 3 representational artifacts, alongside clinical texts, basic science texts, biomedical terminology

Definitions: entity, domain, representation

Analog representations: will discuss at the Image Ontology workshop

Representational units: terms, icons, identifiers that refer to entities which exist in reality

Composite representation: built up of representational units, which form a structure that mirrors the entities in some domain, e.g. periodic table

Two kinds of composite representations:  

1. Cognitive representations (level 2)

2. Representational artifacts (level 3)

Ontologies are tools, transparent representations of reality

Ontology is a representation of types, like a catalog of tools

When you order a tool, you want instances of those types

Two kinds of composite representational artifacts:

1. Databases, inventories: represent what is particular in reality = instances (OBD)

2. Ontologies, terminologies, catalogs: represent what is general in reality = types (OBO)

Ontologies do not represent concepts in people's heads, not the concepts in patients

Lung is not the name of a concept; concepts do not stand in part_of, connectedness, causes, treats… relations to each other

UMLS Semantic Network is a set of confusions

· A is_a B, A is narrower in meaning that B

· A part_of B, A composes one or more other physical units

Must think carefully about is_a, causes relationships

e.g. 'failure to introduce or to remove other tube or instrument is_a disease' in UMLS and ICD9 is not a true statement

Ontology is a tool of science

· Scientists do not describe the concepts in scientists' heads

· They describe the types in reality, as a step towards finding ways to reason about (and treat) instances of these types

An ontology is like a scientific text:  representation of types in reality

Two kinds of composite representational artifacts

· Instances stand in similarity relations (e.g. Frank & Bill are similar as humans, mammals, animals, etc.)

· Types at different levels of granularities

Class: define as a maximal collection of particulars determined by a general term (cell, VA hospital, breast cancer patient in Buffalo VA hospital)

Defined class: a class defined by a general terms which does not designate a type

Terminology: representational artifact, whose representational units are natural language terms (with IDs, synonyms, etc); e.g. SNOMED

Types < defined classes < 'concepts'

Not all those things which people like to call 'concepts correspond to defined classes (e.g. surgical or other procedure not carried out because of patient's decision)

OWL is a good representation of defined classes

Soft tissue tumor AND/or sarcoma

Science needs to find uniform ways of representing types

Ontology=def a representational artifact whose representational units (which may be drawn from a natural or from some formalized language) are intended represent

1. types in reality

2. those relations between these types which obtain universally (=for all instances)

lung is_a anatomical structure

lobe of lung part_of lung

GO term: unlocalized cellular component:  defined class that is not the instance of any type, since there is no type

We should focus all our energies on types

Part_of as a relation between types is more problematic than is standardly supposed:

Testis part_of human being true

Human being has_part_of testis false

Definition of part-Of as a relation between types

A part_of B =Def all instances of A are instance-lefel parts of some instance of B

UMLS, GALEN, has mistakes 

Two kinds of parthood:

1. Between instances:  Mary's heart part_of Mary

2. Between types: human heart part_of  human

A part_of B =def

For all x, if x instance_of A then there is some y, y instance_of B, and x part_of y where 'part_of' is the instance level part relation

Part_of (for enduring entities)

A part_of B=def

Take time into account

The all-some structure of the definitions in the OBO relation ontology allows cascading inferences within ontologies, between ontologies, between ontologies and HER reposititories of instance-data

Instance level: this nucleus is adjacent to this cytoplasm

Which implies cytoplasm is adjacent to this nucleus

Type level: nucleus adjacent_to cytoplasm

Not true, since there is cytoplasm in cells without nuclei

Applications:  make assumptions that goes both ways, but not always true

OBO relation ontology (OBO-RO)

· Foundational (is_a, part_of)

· Spatial (located_in, contained_in, adjacent_to)

· Temporal (transformation_of, derives from, preceded_by)

· Participation (has_participation, has_agent)

There is an email discussion list for folks creating ontologies, tell them how to use relations

What about new relations?  We should add them

Type level relations versus instance relations?

· Keep these separate

· Complicated_by relation at instance level

Could have these at type level but not true of all

First get all sum cases clear, then add in new kinds of relations that do not meet criteria at all sum level; couldn't reason with those in same way; must be done step-by-step

Top-down view of world

Reality in lab-environments is bottom-up organizational structure, opportunistic, sloppy

Need to accommodate bottom-up efforts

8. Breakout discussion: BioPortal Issues

· Architecture

· Integration points

· Expectations, assumptions

Each group is responsible for that software from development through productions, including test suites, etc.

Testing scenarios will be well-defined; need to provide Stanford with memory requirements, to inform users

Software can't be done independently; will need to share build scripts at integration points; will need access to each other's repositories

Each group responsible for making sure it works

Software must be self-contained; when something fails, it will send an email to the developer responsible

Archana will send the server specs, and post them on the wiki

Linux environment; database server bigger than application server

Development environment for Stanford only

Staging environment can be used by all

Introductions

What resources do you have, and whether we can use them?

Peggy: not a developer any more

Lynn: focusing on the front end; spent time at Oracle; using Java server faces as UI components, JSP technology; using Oracle product with widgets to build web applications; can deal with different browsers; ajax-like components; good performance

Not waiting for anyone right now; would like more about OBO metadata requirements

ACTION ITEM: Formal process for gathering functionality:  make decision about functionality, developers should not be involved

How much resources to support Oracle DB? Stanford has an IT support group with DBA but they are not available all the time; would like someone to consult for DB setup

If you don't need Oracle, as long as you can justify that and prove it fits into architecture, should be fine; can handle triplestore; may be able to have a machine at Stanford

Mayo added support for Oracle, also works with MySQL

Archana using JBoss403

How would OBD data fit into BioPortal framework? Should discuss

Deepak: how are the deliverables going to be used so he can twist his framework to work better with Stanford's

Responsible for writing transforms, loaders, mappings for protégé, protégé-OWL, and OBO

Whether to go through OBOedit API or integrate it with it later

Converter for NCI-OWL will be used for general OWL

Will develop LexMap, property or XML file, transformer will transform from one model to the other

Computer programmer, working in supply chain, Java programmer, also CC++

Middleware, networking, managers (load-balancing, middleware), collaboration tools

Taking bioinformatics course to learn more domain knowledge

Familiar with Protégé, OBO, Owl APIs

Sean: researcher with Peggy's group; background in information retrieval, industry experience with Java application, MS technologies, web services

Ontology and biology new to him

Maria: Protégé and OWL playing with lately; maintenance of ontologies

Human-computer interaction, usability background

Knows about web services

Jim: manages a group, with Java technologies, JMS, JBoss, application DBA, various Unix servers, Linux, Solaris; collectively group familiar with medical terminologies (SNOMED, UMLS) but newer biomedical

NLP: clinically relevant ontologies; ICF for functioning; resource they could bring

Nigam: postdoc, background in medicine, PhD in bioinformatics and comp. bio., using ontologies to test data; now working on making data browseable using ontologies, collaborating with pathologists, e.g. UMLS, SnoMed; familiar with GO (early GO application development); interested in using data to induce relationships between terms

Tricia: new to project and Protégé; background in Java; experience in Perl, C++; database experience in MySQL; researcher in human computer interaction; retrieval

Chris C: physics degree, Fortran coding; comp science web development; Javascript and Java servlets, lots of Java, C#; MySQL database; using Protégé since September, limited experience with OWL, OBO

Mark G: Java programmer on Plumper, phenotype annotation tool; lumping of genotype IDs, and phenotype with the lump makes Plump; Plumper will make instance data that will go into OBD

Annotation tool is not going to be web based? No, it will be both

FB will use standalone tool, and ZFIN will be web based tool; will have common backend

Goal is to make it a common tool; should it be part of Bioportal? Same look and feel?

As phenotype data are annotated, using Plumper, they would go into MOD, and the data live in their database

MOD then dumps phenotype-XML to get the data into OBD

Important then to reuse Bioportal code for browsing the ontologies in Plumper, so look and feel the same

When querying/browsing OBD data in Bioportal

Plumper will probably become part of GMOD

Berkeley working more closely with ZFIN and FB, and UVic working more closely with UCSF; in future, something more generic

Shu: Biologist, moved to computer science; expertise in MySQL and postgres databases, used C, C++, Java, and lately Perl; need to move to Java for this project, especially opensource servlets

ACTION ITEM: What open source license to use? What about Stanford software that is tied closely to oracle; Mayo and UVic use Eclipse EPL licence; need to find out whether they need to all be the same, since some supersede others

Archana: Java person, server side development, not UI, worked with lots of biotech; was a C person; worked with Oracle, MySQL, SQLserver; application developer not a DBA; lacking a DBA

JMS, remote access, JBoss so that the pipeline can move along without human intervention

Architecture (Archana)

Mayo uses direct JDBC; Archana uses Hibernate and beans instead

See diagram

Apache (webDAV in future?)

Generic: JAAS, scheduling, cache, soap, javamail

UI: applets, servlets, ADP, JSP, HTML, AJAX

MessageDrivenBeans (MDB): if another module of software fails, other code doesn't change, so everything configured as job framework

MDB has a way it handles exceptions, has a special interface, stateless, but can accept any payload, Q management, caller doesn't want to be notified; job framework decides whether to continue

Session beans and entity beans: hibernate and JDK 1.5 annotations

Log4j XML

LexGrid module: not using federated databases or clustering, using single database approach; will decide later in job framework, e.g. if user wants to search on a big database, ask user and tell them that they will return results later

OBOP, Protege

Oracle database

Need to discuss:

· Exception handling

· Logging

· JVM/memory RAM

· Performance metrices

There will be information provided to users about memory use, etc.

If file too large, will need to point user to a FTP site, to be determined in future

You should be able to recognize exceptions; nightly, email goes to developers; unfortunately, it will not tell you where it failed

Job framework: has validation, which is a factory:  OBO, OWL, Protégé validation; don't know how this will scale; don't know yet

Application server will be on a separate machine from database server

Have HTTP access to file, or stream it to you, or parse and provide only part of file

LexGrid (Jim)

Query level interface:

If looking for a gene, can restrict to matching designation, and associations, e.g. gene products: resolves that query and returns set of concepts that match

Can also do graph type queries to return part of the tree, or many forms of the tree

Loading interface:

Not sure if that is specced as an API; need to do that

Archana already tried out LexGrid converter, can expand for various formats

Service management:

Multiple versions

Can specify coding schemes you are after

Can you register name: given a term, give me the URN?

Probably would work, but not necessarily across versions

Concept resides in a coding scheme; coding scheme and version number is unique

ACTION ITEM: Jim will confirm that they could provide URN

Haven't exposed these as web services to serve a larger community, or EJB package, so direct Java API for May

Protégé integration: want to provide seamless access to OBO

Deepak working on an OBO to Protégé converter right now

Integration point

New requirement:  Need to provide users tools to convert things from one format into another, e.g. OBO into Protégé, then Protégé to OWL

Lexgrid would be in the position to provide such functionality

CTS Plug-in (Deepak)

CTS API

Connects to LexGrid 

Plug-in to Protégé called CTS back-end plugin

Gets LDAP based data from LexGrid in envelope server

Creates subclasses of things, depending on LexGrid model

Available on LexGrid web site to access data in LexGrid and browse in Protege

OBO text file 1.0

Modified the code, but didn't faithfully represent it in Protégé

Type defs and parent-child relationships were wrong

OBO-Edit and Dag-Edit more inclined to UI, not separate APIs

OBO-Edit parses and loads the file; wants to parse, validate, sequentially, but no specialized APIs for that in OBO-Edit

Mark can talk to Deepak about this

How much validation can be used from existing sources?  If LexGrid has to parse and validate, expose at API level; if validation fails, decision point for integration; can then determine what happens in job framework; LexGrid will consume OBO-Edit

Deepak extending to use OBO-Edit 1.0 or 1.2

Resource framework: give me the header, give me the content

Can initialize: where the file is, what satisfaction criteria to validate

Resource reader framework decides what kind of reader or loader it needs to use:  if URL, it goes and loads OBO reader and gives back content; if OWL file, uses OWL; if Protégé; extensible

Gives this back to job framework

LexMap framework; if ontology author wants to map this to LexGrid, will be used for that type of file; don't have to hard-code mappings in the code

Then loads it into LexGrid (by May or June release)

Once it is in LexGrid format, will be loaded into database

LexBIG: has all the calls: relationships, part_of graphs, concept code, path to parents, top nodes, etc.

Will give you the results and display on Bioportal

70% of what Stanford is there, now just coordinating

Indexer, part of the transform, part of loading into LexGrid; Lucene wrapper that is customized; aids in performance; provides db system portability

Will be able to load in GO, other ontologies using OBO to Protégé converter

Metaclasses are there; faithful representation of OBO v1.2 specification

Transform may not do an exhaustive checking on v1.2, but content will be there

He is doing it based on latest communication with Chris M and John Day-Richter; transform part will be replaced with OBO-edit calls later so not doing extensive testing now

Sean would like to look at LexGrid stuff for his

UVic will give an applet for first phase; if you want to store in the database, doesn't integrate well; will be fair amount of work just to get it work with Bioportal

ACTION ITEM: UVic give Stanford code now, even though it will change later on
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9. University of Cambridge (Michael): FlyBase, GO

Background

· Fly genetics, FlyBase (started in 1992), sequence analysis

· Gene Ontology

· Handful model organisms for biomedical research, thousands of researchers

· Model organism databases (MODs), early days almost no interaction

· Generic Model Organism Database (GMOD) group develops opensource community software

Gene Ontology

· GO came about when MODs realized they wanted common structured vocabulary describing gene products, achieved de facto integration

· Curators at EBI do GO curation of gene products 

· Curations go into GO database, may different ways to query

· Freeze release monthly and archive

· GO development driven by the curators; can file request at Sourceforge for new GO terms, and usually happens quite quickly; if can't resolve by email, PI stops the debate and resolve in person

· Each GO term has a two-letter and seven-digit-number identifiers for a unique text string definition; if change the meaning, change the identifier; if change spelling but keep meaning, then keep the identifier

· MEDLINE abstracts have been annotated with GO by NLP

OBO:  Extended GO ontologies

· Set up at Sourceforge site for related ontologies

· Anatomy ontologies (Drosophila , Mus, Arabidopsis, etc.)

· In OBO format

· Tools can be reused (e.g. ImaGO anatomy browser)

Compound GO terms

· Implicit ontologies within GO, e.g. cysteine biosynthesis (ChEBI ontology), wing disc pattern formation (Drosophila anatomy ontology)

· Developed a relationship ontology

· Integrating ontologies using reference ontologies, with common understanding of relationship classes

· Augmented GO, saying B-cell differentiation is a cross product between cell differentiation (intersection_of) and B-cells

Phenotype is the grand challenge:

· Entity describes attribute has value
· Will probably be reduced to entity value

· Using the phenotype and trait ontology (PATO) to annotate data from fly in FlyBase and data from human in OMIM

ZFIN and FlyBase have agreed on 170 genes with orthologs between human, fly, and zebrafish with human disease alleles

1. Development of phenotype & association ontologies

2. Retrofit Flybase phenotype curation with PATO

3. Curation of OMIM diseases with PATO

4. Emphasis on genes with clear fly/human homologs

10. University of Oregon (Monte): Linking Animal Models to Human Diseases
ZFIN started in 1994

Melissa Haendel (lead for cBiO annotation)

Doug Howe

Erik Segerdell (lead for phenotype annotation)

Sierra Taylor (developer interacting with Berkeley integrating tools)

1. Goals

a. annotate mutant phenotypes

b. identify human disease models

2. Strategy

3. Progress

Animal disease models

· For both humans and animal models, mutant genes can cause mutant or missing protein that can cause mutant phenotype (disease)

· Want methods to find parallels at level of phenotype (disease similarity) between human and animal models

shh-/- in zebrafish show holoprosencephaly phenotype

using entity-attribute-value semantic system, description:

· P1 = eye + placement + hypoteloric

· P2 = midface + development + hypolplastic

· P3 = kidney + size + hypertrophied

Anatomical ontology

+ Phenotype & Trait ontology (PATO)

Cell & Tissue ontology

Development ontology

GO (3 ontologies)

Description of a disease: Syndrome = P1 + P2 + P3

Can see that human gene SHH (OMIM:600724) shows less similarity phenotype of zebrafish gene shh than to mutation in zebrafish gene oep
Some redundancy in PATO; e.g. hypoteloric may always means abnormal, but abnormal reporting in literature may not be hypoteloric

Total genes in ZFIN


20,385

Hman orthologs


2884

OMIM links



2174

ZFIN mutants


3188

ZFIN mutants with OMIM links
720

Corresponding human genes
271

Drosophila homologs of these
187

Put these into a spreadsheet:

· OMIM gene

· ZFIN gene

· FlyBase gene

· Flybase mut pub

· ZFIN mut pub

· Mouse

· Rat

· Snomed

· OMIM disease

Short-term goals:

· PATO development (underway)

· Curator interface development (underway)

· Trial curation of ZFIN & FlyBase publications + OMIM (future)

To fully mine this data, would need to put all of this into OBD

Starting with cases where there should be a connection; if we don't see one, there is a problem

PATO development

· Anatomical ontology (AO) cleanup

· PATO cleanup

Both of these are driven by curators reading literature

Resolving AO differences between ZFIN & FlyBase

· ZFIN: part has start_stage & end_stage (where stages are stored in separate ontology)

· FlyBase: 

· stage 1 has part 1 and part 2

· stage 2 has part 1 and part 2 and part 3

Learning fundamental principles that may be applied for other species for organization of AOs

Cleaning up PATO

· Moving from Entity + Attribute + Value (EAV) to Entity + Attribute (EA)

· Eye + placement + hypoteloric could be expressed as Eye + hypoteloric

There may be cases where the precise combination of entity and attribute have not yet been defined yet

EAV may be correct, but EV may be better at interface level for curators

Can't annotate until we have the ontologies right

Cycle between these 2:

· AO and PATO problems must be solved

· Curator interface must be solved > want user interface as well

May start doing Trial curation by hand

Initial curation of fish phenotypes: Erik has made a portable database for research labs, to get feedback for new terms

CToL (Tree of life): taxonomy & phylogenies for other fish species

Good ontologies like GO are available to make connections between protein-protein interactions, not so much for genetic interactions

11. UCSF (Ida): Analysis of HIV Trials, cBIO Driving Biological Project
Analysis of HIV Trials cBiO Driving Biological Project

Outline:

· Background

· Trial Bank Project

· DBP Goals

Domain problem

· Want to advance clinical science & practice evidence-based medicine, based on scientific experiments (randomized controlled trials-RCTs)

· Randomly assign patients to Drug A vs. Placebo, equalizes confounders between intervention arms, so that observed differences in outcome should be due only to the intervention

· For example, it was thought estrogen helped prevent heart disease, but randomized trials indicated there was something different about women who were taking estrogen

· Not all things can be tested by randomized trials, limitations to them

HIV Trials

Two controversial areas with conflicting RCT evidence

· Prevention of Mother to child transmission (MTCT)

· Structured treatment interruption

Very complex heterogeneous trials, so need computational support

Need Computational knowledgebases (KBs) of RCTs

a. RCT journal articles not ideal

· Key descriptors of experimental method not always reported

· Not easily computable

b. KB of info on RCT

· Design

· Execution

· Results

Trial Bank Software

· RCT Bank is the database

· Bank-a-trial is a web-based system to enter data

· RCT Presenter is browser of data

Ontology: RCT schema

· Models clinical trials, using UMLS terms

· Frame-based model (in Ocelot), 7 levels deep

· 188 frames, 5601 unique slots

· not really an ontology, but on the way

· available on the web

RCT Presenter

· Lots of text

· stage of trial

· study design & ethics

· allows for entering bases of randomization, bias design, description of participants

· inclusion & exclusion criteria modeled as rules

· interventions (can be stepped, multiple arms

· shows flowchart of the number of patients recruited, assigned, etc.

Idea is to get TrialBank publishing in concert with JAMA, PLoS medicine, BMJ, etc., and to get peer review of paper with this entry in concert; NEJM doesn't want to yet, have to show that this is worthwhile to authors

Bank a Trial "annotation" or knowledge-acquisition tool

Trialists are asked about intervention, pick a UMLS term

Crucial elements:

· Bias variance tradeoff 

· Potential consumers (3rd party payers, Blues, FDA) may be soft spots, rather than journal editors; NIH may be another soft spot by exerting pressure

Will be working with PLoS to publish them; links will be helpful to cBiO

DBP Goals

1. Goal 1 visualization
Stage III breast cancer > interventions > outcomes

Bank-a-Trial > RCT Bank > OBD (interventions, conditions, outcomes, number of participants, info necessary for browsing/querying) > visualizations > presenter

Both Core 1 and 2 work

2. Goal 2 Identifying applicable trials

drag and drop EHR

EHR > SNOMED > LexGrid < UMLS < RCT Bank > WHO/CDISC XML > OBD

3. Goal 3 Meta-analysis

given set of related trials, use statistical analysis

RCT reference ontology:

· Harmonize with CDISC, caBIG, WHO, through BRIDG (outside cBiO), collaboration of drug, HL7, Rim, and FDA folks with caBIG

· Put into OWL

· Deposit into OBO

· Join the OBO Collaboratory

Should be some links between ZFIN/FlyBase phenotype data with clinical trial data; some outcomes may be expression data or circulating proteins, another link

Request each PI to be able to say that we have had success if we have these deliverables in our hands, this vison, in 3 years

How do the DBPs anticipate driving us to do better stuff, to be biologically enabled

Add milestones that reflect ability to lead to tangible outcomes from core 1 and 2

Core 1 visualization, terminology mapping ocelot > OWL, RCT

12. Lawrence Berkeley Lab (Suzi): Phenotype Annotation Tool

Apply ontologies: software progress

Applications pull from pioneer users in Core 3

· ZFIN

· FlyBase

· Trial Bank

Study how these groups currently annotate data

Determine how generic tools can be developed 

Needs to plug into OBD and Bioportal

Creating associations

· Context: Environment & genetic

· Phenotype observation

· Evidence: Publication (figures), assay (sequence ID)

Definition of an association

Association = Genotype Phenotype Environment Assay

Phenotype = State* Entity Attribute Entity* Measurement*

Measurement = Unit Value time

Annotation Task

Describing an instance with a set of associated ontological terms (genotype, environmental, assay, phenotype)

Capture pieces of info for that association

Annotation kit:

1. Instance browser

2. Evidence browser & selector

3. Environmental context specifier

4. Entity genotype specifier

5. Assay specifier

6. Instance phenotype editor

7. Ontology recognizer

8. Ontology term locator

Instance phenotype editor:  Mark focusing on

Ontology recognizer and term locator: UVic

Erik has created software for ZFIN for selecting most of those pieces that are web-based (genotype, assay, environment, evidence=LUMP)

Phenote/Plumper Phenotype Annotation Tool demo (Mark)

· Enter a lumpy id next to genotype

· Type in anatomy, and it does term completion

· Can then select PATO term

· Will need to be able to pick between different ontology entities, and create compound ontologies

· How do they know they have the right term? Expert curator, author attributable statement

· The tool would have GUIs to search through the ontologies

Has to plug into both ZFIN and FlyBase, very different computing environments

Browsing ontologies for curators, will be both web based and standalone

Want this info to go straight into their MOD database, so needs to be integrated into their environment

Should reuse GUIs from UVic for browsing ontologies to have similar look and feel

13. Discussion

· Details of phenotype tool

· Details of PATO

· Target vocabulary for TrialBank

· Relationship beewteen UML models & ontologies (mail group?)

· Bioportal: transparent?

· Ontology authoring tools? Protégé and OBO-edit separate but eventually one-stop shopping

· Grid eneabled toolkit?

· Access to ontology resources

· UBO> identify collaborators > data into OBD (NCBI? PharmGKB? MGI)

Users to support:

· Ontology content developers

· Ontology users

· Curators annotating instance data

· Organism researchers

· Human disease researchers

· Clinicians

· Data minders/statisticians

· NLP researchers

Homework:

Each group by tomorrow will articulate vision of what will have accomplished in 3-5 years

Breakouts

14. Brief reports from small group discussions

· Ontology criteria as collaborative experiment

· Visualization of OBO

· Visualization in the phenotype annotation tool

· Visualization of clinical trial data

15. Demo of browsing ontologies via images (Nigam & Tricia)

16. Issues to be resolved in breakouts

· Identifying users & instances, feedback process from DBPs

· Migration of OBO (including marketing on email lists)

· Integration (backend)

· Visualization (UIs)

17. Integration Breakout

Two points for discussion:

1.  Software development process, integration points

Managing, testing, expectations, etc.

2.  Architecture: pieces that are shareable

· storage of OBD data

· terminology services under LexGrid

· Bioportal, visualization tools, annotation tools

Source control; use each other repositories; not possible to enforce one shared repository

Should consolidate as much as possible

Software reuse e.g. rather than writing OBO parser, use API from OBO-Edit

Component reuse more tricky e.g. term completion tool, synnormy; does term completion always work via LexGrid? 

Run into problems? Curators change both ontology and annotation instance data

People will take ACD9, modify their local copy; the norm is to locally extend

Developing a product; need a cohesive architecture; who is responsible for knowing what the bits do, whether they satisfy our requirements?

Archana and Lynn have analyzed requirements

OBD and OBO can be parallel developed, don't have to have similar architecture; requirements are very different

Server is disconnected from interface, since interface could be standalone software

Annotation tool will be standalone, but OBD interface, to browse, will be web-based

Browser of bioportal could still work with OBO and OBD, parallel architecture, as long as they are compatible

Integration would be SOAP service or Java RMI or direct Java API

Waste of time to architect one big model

It may be useful to identify the things that would be core architecture:

UVic applets that work through clinical trial in OBD

Applets won't work with other types of data

How would user interface for browsing OBD integrate?  Berkeley would develop

Standard use case:  clinical or model organism phenotype, want broader perspective, come to bioportal, do a query on a web form, get back details about the genes, orthologs, and ontologies

OBD needs to have a pointer to OBO, ID but the browsing query forms will be developed by Berkeley

Users will want to go between the ontologies and the instances

OBD: assume the data are in the database already: data warehouse that is updated with some frequency

How to get data into OBD?  Submit by database administrator

Searching OBO and OBD

Visualization of stuff in OBO and OBD

Common set of infrastructure:  graph like queries that could feed visualization applications

Some repeat function: UVic has some search function of OBO that overlaps Mayo

Requirements of OBD queries:  if you come to Bioportal with "malformed wing", and it will query OBO using their architecture; and it will use API to query OBD; that means that you can't do cross-database query

Phased development: put something out to get feedback

Queries need to be efficient; servers will be intelligent about what to cache, so 

No resources to host these servers, so it may make sense to share these, and not have OBO and OBD in separate places

What is in OBO: PATO or Anatomy ontology: and OBD would be the gene names, mutations, environment, etc.

Questions about variants in genes: are they instances or in ontologies

Fundamental difference: p53 as an instance versus as a term in an ontology

OBD is an instance data, where instances are populations, representative instances

OBD wouldn't be populated by Joe scientist, but by model organism databases

What makes it into an ontology, and how is it modeled?  What is called instances versus classes?

If there is an ontology in OBO; it maps to type in the ontology

DBPs:

Clinical trial: specific clinical trials are instances

Particular pieces of information about the trials will go into OBD

Someone with a particular mutation of p53 will come from a vocabulary or ontology: you will get that from an ontology

Whereas in model organism databases these would not be in ontology

Can't change the entire model organism world be creating ontologies for all of the data they call "instance" data

Where we draw the class/instance distinction: does it matter? It will if we want p53 from human and that is in an ontology in OBO; and if we want it from model organism and it is in OBD

For clinical trial data:  reporting summary level data of the trial, but could also report instance data of patients

There needs to be a cross-schema linkage

Define a process to treat model organism data as de facto extensions of ontologies

Development of meta schema will be hard

But software development can be parallel

Do we want 2 separate databases?

· Identifiers

· Searching and indexing

Metadata about the observation, will not want to give that up (Pubmed IDs now)

Harmonize the schema that deals with the type descriptions

18.  Report backs

Identifying Users & Feedback processes from DBPs (Suzi)

· End users; once you have the instance data available, speculative

· Haven't accrued a large amount of instance data

· Focus must be on community of users who have large datasets

· How do we incent them?  What prize?

· Gap analysis: have this set of ontologies, what gaps

· Follow the money, NIH gives money to generate large datasets

· Legacy data

· NCBI Genotyping project (GAME?)

· CMS (Medicare)

· How to prioritize?

If our focus  is on developing content, this will drive interfaces

Integration

Fundamental misunderstanding between clinical and model organism data

Mutation in p53 in model organism not in an ontology

Mutation in p53 in human is in an ontology
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19.  Vision for the next three to five years

1. Mayo (Chris)

ontological content will be a network available resource; access to the content will be seamless: transparent access to content

cBiO is mechanism to coordinate that and vet content that would be preferred

2. Stanford

(Daniel)

matches vision of OBO; LexGrid is more focused on mechanics, and Stanford focused on collecting

services to collect ontologies on OBO site

discussion lists on functionality

tie to content in ontologies themselves

· library functionality

· access to users using LexGrid, indexing, mapping, alignment services

· UVic services for visualization

· working with Berkeley for OBD visualization

(Mark)

In terms of creating a model showing how knowledge can be created and stored online to promote biomedicine, including authoring, peer-review, retract knowledge as info changes; foundation for new science, knowledge accessible to machines and people

First application is annotating data, decision support, then NLP, etc.

Formalizing knowledge in a way machines understand it helps us understand data better; forces decision making

3.  UVic (Chris Callendar)

Toolkit that can be used by both core 1 and 2

Important for visualizations to be fast

Research in visualization in ontology field; come up with something new

(Maleh & Tricia)

•To have provided a visualization service to the other cores

•Through the research topics worked on by the students in our group to have developed "slick and useful" innovative approaches

•To have worked in close collaboration with all cores in evaluating our tools and techniques as they evolved

Visualize what is appropriate for the task; if it needs something new, let's come up with that
4.  Berkeley (Suzi)

Scientific theories expressed in a computable form, providing framework and tools to place their experimental results, clinical data, etc. in that framework to say it extends or changes theories

Ontologies are merely a framework/language that is an expression in computable form of what researchers and clinicians have been trying to capture

Language that we have been developing, but secondary to the data that has been placed in it

Mayo's notion of ontology is Berkeley's notion of data: we are closer than we think

What are classes and what are instances?

Summarize current theory, e.g. defining biological pathway, ontology gets your description of reality; data support that reality

Look up any gene or clinical trial and find out where it fits within that knowledge, how did it evolve?

Support the DBPs in their work

5.  UOregon (Monte)

In short term, curator tool developed in core 2 implemented in ZFIN for use by curators and data in database

Complete annotation of core set of fly-fish-human genes

6.  Cambridge (Michael)

Same as Monte's goals, substituting FlyBase for ZFIN

Long term goal, do for phenotype annotation what we have done with GO for gene product's functions

Develop mechanisms: ontology, annotation tools, databases in which model organism and human phenotypes can be annotated in specific and cross-queryable way

Get phenotype data in place where gene function data are now

Other folks building tools to develop ontology and use the data

7.  UCSF (Ida)

1. Set of slick and useful visualizations of clinical trial instances, both for selecting related trials, browsing them

Relationship/correlation of these to fish and fly would be nice

2. Terminology: to use core 1 and LexGrid services to do terminology binding for fields to describe clinical trial

Use LexGrid for mapping across terminologies

3. A set of meta-analysis tools that use core 2 somehow

Suzi:  On some level, core 1 and core 2 should only have the goal to support goals of the driving biological projects; the only way to show this is useful is by active support

Carol: Better to express in a different way; supporting just the driving biological projects eliminates a lot of what the center is trying to do

Suzi: We tend to focus on technology, and many projects fail because it doesn't get in a useful framework

Carol: If your goal were only to support those 3 projects, you wouldn't have been funded; stating things in extreme way is not helpful

Mark: Stanford has been focused on decision support for reasoning, technology; 2 of the 3 DBPs have been model organism databases, Berkeley has been focused on MODs to the exclusion of other kinds of databases; DBPs drive but it is a big world out there; core 1 and core 2 have predefined ideas of how our work will be used, and that's a problem

They have been building knowledge bases to enforce best practices for physicians; difficult to build these without codifying them; problems of knowledge bases for decision support for clinical practice guidelines; EON is unfunded but is model for using abstractions of guidelines to make decisions; VA system hospitals have decision support systems studying high-blood pressure; needed ontologies, and therefore editors, etc.  Ontologies follow the need

8. Buffalo (Barry)

To disseminate ontology best practices in an ever wider community of ontology developer groups, and to foster the coordination of the work of these groups, in such a way as to yield a master set of interoperable reference ontologies tested through application ontologies developed to meet real needs of the biomedical researchers of the future.
Vision statements are not different but emphasize different things

Problem is that many people have created separate icebergs of application ontologies; we need iceberg central!

Cornelius says best ontologies are made for no purpose: should only care about representing reality as properly as you can; then iceberg problem does not exist, since you make application ontologies from them

GO was not built for a purpose; you wanted to represent biological reality described in experimental ways as specifically as possible

Scientists are not there to serve ontologist

But all ontologies were created for purposes

Huge territories in biomedical domain that will need ontologies, make sure that they aren't icebergs, raising awareness of what's there already

We may want to revisit these in future and see how our expectations change

Need agreement about key metrics/targets to say we have succeeded

We are interested in reality; how to get it in computable form

Metrics by which we will be evaluated by the center

Chuck Friedman is conducting evaluation of all NCBCs (mainly focusing on big P)

Two classes of metrics:

· Big P(rogram): effect we have on science overall; return to all of NIH an approach to science that has broad applicability; collaborating R01s, etc. that are bigger than the sum of our parts

· Little p(rogram): have we demonstrated goals we've stated:  built tools, supported biomedical research, disseminated info; it is up to Carol and Peter to evaluate the progress of the grant; we need to give them the data to demonstrate that we are reaching our goals

Chuck is encouraging consistent data gathering, e.g. number of trainees, but can't enforce that

Roadmap is an experiment; no one has evaluated the field to say where it is and where it should go; evaluation is also an experiment  

Breakouts:  Integration, visualization, council

20.  Council breakout: outreach deliverable

· Mechanisms to work together

· Integration with NCBCs

· R01 and other collaborations

· Conferences, meetings, workshops, dissemination

· Prioritize goals, action items for outreach

Coming together has exposed issues, misconceptions; need more face-to-face time to work out issues; architecture and core technologies need to meet more often and more closely than by VTCs

Need to get DBPs to drive things more

Easier to reach targets that are well-defined

A person to do requirements assessment to make sure that what the technology people are doing addresses needs of DBPs

Five concrete use cases from each of the three DBPs, to assess whether we are reaching our goals

Also need to get collaborating R01s; what communities do we reach out to, must be strategic meeting

Look at collaborators who have contacted us thus far

Eric Burwinkle wants to collaborate with cBiO to create ontologies to define hypertension and meds germane for hypertension

Jennie Kelsey wants to promote relationship and cBiO at the other

R01 for May 17 deadline

Will be difficult to get R01s to develop content

R01 applications: need to come up with prioritization; we are not necessarily an initial review group

We get brownie points to show we are collaborating with the community; R01s are just one vehicle

Refer people to Peter or Carol as soon as possible; Peter won't read the proposal but read aims, and give them tips, e.g. validation to show it will work

CSR only allows a month between letter of intent and grant proposal

We should set up a pipeline, cc Peter and Carol at point of initial contact

ACTION ITEM: Set up a new email list to go to executive committee, Peter, and Carol and update the web page with info for collaborators to point to this list

Balance a lot of interest in collaborating R01s with the need to cover wide area of biomedical uses: overlapping goals

BigP is roadmap goal: categorical institutes and non-categorical institutes

Get away from idea that the NCBCs wouldn't serve categorical institutes; draw in people that don't usually use computational methods

Select ones that are best to collaborate with our center? grant review process will do that

Spreadsheet of collaborators:  Peter is color-coding and will send back to us

Interactions with NCBCs: 

· Altman and Kikinis centers

· I2B2 Kohane nothing concrete:

ACTION ITEM: Suzi should contact Kohane

· Barry contacted Peter Lyster about organizing ontology bootcamp in association with the NCBC All hands meeting in July, no word yet

Interactions with PharmGKB, BIRN, and Athes effort (Michigan)

Schedule more meetings

July Bethesda All Hands NCBC meeting

Better to meet before that:

· Cleavage planes need to be understood better

· Need annual report due June 1

Will want more than usual 5 pages, Peter and Carol will talk about what they hope to have

PATO meeting May 17, 18, or 19 on East Coast

ACTION ITEM:  June Project meeting:  schedule offline

Monte could represent Michael who will be out; at least core 1 and core 2

Issues to be resolved

Issues:

· Open database or not

· One database

· OBO functionality: cvs or other versioning services

· Pragmatic line between instances and classes

· System architect who understands biological issues

· Requirements assessment: process for functional requirements

To solve serious problems, comparing fly and fish, need common frameworks to organize data; need agreement; need understanding of what the needs are

Bioportal is conceived of a dumping place right now, not as a place where ontologies could interoperate

Goal:  we wil allow people to log in and submit their ontologies, but we will not categorize all ontologies evenly

Ability to facilitate sorting of ontologies, based on content; misconception to state this is a flat list

Distinction: what is the ultimate goal?  Having a flea market is fine, but goal is something that is clean, a foundry; Foundry is primary goal

Promise a comprehensive collection of the field, while recommending others

Can't close the door to others

Barry: Will there be on the front page a link to the OBO foundry?

There will be a number of filters on the Bioportal, default is to show the OBO foundry

We should create the amazon of ontologies

But if our mission is the foundry, we should have a link on the home page

If you are an ontology developer, and want inspiration, you may also want to see other ontologies

Overall impression is that this site promotes creation of clean ontologies

What are the requirements? What is the mechanism of transforming goals to requirements 

Stanford will work on this and come back with a proposal; they have heard Barry's cries

Work on refining architecture and design

Michael will talk to Archana and Lynn about versioning issue

Process for resolving issues:

Software design team at 5 different centers won't work

Trust one another to work on pieces that fit into a common architecture

Communicate expectation and needs

Must work in distributed fashion

· Want everyone's inputs for requirements

· Identifying integration points

Need overall picture of the architecture

Single terms used in science like cell, phrases like cell division, and universal relations, truths about types and phrases

Complex term, genotype of a flea, are types for which we've studied a few instances; those types are not going to be used in reasoning; that info will be collected in databases; distinction between those captured and reasoned about and those that are captured and data managed via database technology

Two sorts of databases: those that contain databases about types; and those that contain information about instances also, health records, demographic records (e.g. instance data, health record information, vs. type data, protein complexes found in E.coli)

Ontologies are as large as they need to be

Good for ontologies to capture truths for reasoning; but reasoning in clinical domain different from bioinformatic domain

Given our present technology and needs, coherent to distinguish OBO and OBD which contains info in database form; eventually, no iron wall between them

Will only do a job with statistical reasoning if we get the ontology relations clear

Let's be very broad about what qualifies as universal reasoning

If OBO must be contained within OBD, it should be one big database

Where is that resource?  How open will it be?  Will oracle (with MySQL or postgres) be open?

Could use oracle for UI components

OBD must be in opensource database management system

Use JDB calls to whatever system we use

Format of the database will be represented 

People like to download the schema

If we are successful, other vendors will create their own access to OBD

Make it possible to download the whole lot: data and schema

Using oracle tools to design UI doesn't preclude use of JDBC via API to get at data programmatically

Operational difference: like to be able to take the schema and add their own data, extend schema, download data, get API

If you use a proprietary database, SQL idiom, middleware layer, dependencies on Oracle would hamper use by wider community

Lots of GO people simply download all of GO and run it on MySQL

Differences in SQL when you run oracle, can't exploit things idiosyncratic to oracle

Functional requirements: need API to be database neutral, can't impose that on the users

Our goal is to work together on requirements; and then make sure goal is met by each team

Must use email to let people know that things are on the wiki

When one team has specific needs, make sure that the needs are met, e.g. metadata semantics

Who makes the final decision? Chris Mungall in this case?

Technical leads:  Chris Mungall? Archana? Deepak? Chris Callendar? one from each site; have the Bay Area people in person weekly

Use Skype to pin people down; share Skype IDs

21.  Report backs

Architecture report back:

Loosely federated and more closely integrated as it goes on

Chris and Shu have more contact with Stanford group

Way to work together to reach convergence

Was fixed as far as architecture goes

Users: who can they talk to about UI

Various vs. one container, various vs. one database

Parallel development and converge at one point

Where to go and how to download integration points

Individual components flexible enough to integrate

Users; need particular user, group; not just instance

Need feedback

Five use cases from each of the DBPs, and Amelia at OBO

cvs or versioning system

not for developing software, but for ontology maintenance

what cvs functionality would be required:  many changes per day, many people using it, and you need to be able to diff, resolve changes

Bioportal cannot be sourceforge, lots of services at sourceforge

Could set up cvs, but how does it tie in with Bioportal

Preferred paradigm is cvs or subversion

Functionality of sourceforge site 

Some class of users will be maintaining ontology using Bioportal with new versions

Concept of release date:  how will that relate? Versions change 5x a day, and also have a concept of release frozen every month automatically

Both classes of users; misunderstanding, two paths

Controversial since changing of the requirements

Tell rest of the group when requirements posted to the wiki

Visualization report back

Ground work for working together in future, hammering out issues that arise

Where it falls, what kind would be shareable, who will be contributing, so that we won't step on each other toes

Lots of shared stuff between OBO, OBD, and Plumper

Would be great to have Gillian or fly user at the next meeting

Pictorially guided visualization

Atlas of images will be down the pipe at ZFIN; lots of this at FlyBase already

Council report back

Better ways to get information out

More face-to-face meetings, and unscheduled meetings to deal with them as emerge

June project meeting?

Priorities: enhance communication among the sites

More face-to-face meetings among developers

Technical leads (Archana? Chris M? Deepak or Harold? Chris Callendar?) should meet weekly with technical leads from other groups; leads from DBPs as well (Erik?)

ACTION ITEM:  Best practice protocols to implement:

· Email using new subject line

· Email when the wiki site is updated







