NCBIO Meeting

Stanford

Tuesday, August 16, 2005

Agenda review

Start meeting regularly once we find out about funding; funding starts Oct. 1 or Aug. 1

Review proposal, work out details over next 2 days

Core 2 Berkeley (Chris Mungall)

Outline

· Background of Berkeley

· Core 2 first round:  what, how

· Current progress

· Discussion

Background

· BDGP informatics

· Tools for data entry, curators

· Genomics applications: databases, pipelines, APIs

· SO and SOFA (classes & relations)

· Database schemas (FlyBase, GMOD), Chado uses ontologies for strong typing

· GO informatics: OBO-edit, Amigo, Obol

Core 2 first round aims, milestones

· Aims: 

· capture & describe data

· reconcile changes

· store, view & compare

· link disease genes

· Capture data

· phenotypes: OBO-Edit plugins, combine multiple ontologies, image annotation, NLP tools?

· Clinical trial data: appropriate tools???

· Describe data

· Phenotype and trait ontology (PATO): primitives (hier. attrib.,values): Entity (process, anat.)-attribute-value model

· Genetic data relevant to phenotype

· Orthology data between species

· Clinical trial data: appropriate ontologies???

· Example from fly

Chris Chute: HL7 defines these as classes rather than entities

Clinical trial community is very diverse, doesn’t have a single point of contact like flies and fish, so come up with technical solution as well as start bringing together community

· Example from zebrafish: entity, attribute, value, stage

· Reconcile changes in annotations and ontologies

· Evolution in ontologies trigger annot. Changes 

Chris Chute: there is an NCI thesaurus paper by Frank ? about this issue

· Must have stable identifiers

· Ontotrack

Need to talk about Push vs. Pull model

· Store, view, and compare annotation
· OBD
· Technologies? Relational, RDF/OWL based, hybrid?
· Schema?
Relational databases don’t work, use google language instead to make it very fast? Probably not necessary given our scale currently. Might be good to get a google person on our SAB.

Need to talk about how much of MODs we store here; have to do warehousing for decent data mining

· Browsing with AmiGO-2 (more generic, less gene centric)

· Advanced visualization (coord U of Victoria, Bioportal at Stanford)

· Linking disease genes

· Orthology data

· Genomic data (SNPs)

· Ontology data (semantic similarity, ontology integration—how will anatomical ontologies be semantically integrated?)

ZFIN has been making table between fish and human, but which of the many human anatomical ontologies do you use?  Bard has been doing this. Jacobs has been relating mouse and human.

Scope issue:  are you dealing with variation in biosphere or the ontologies that describe that variation? The latter.

Orthology data would be generated by others; some MODs are annotating orthology by gene already.

Proposed milestones

· OBD Schema

· Phenotype annotation tool

· Phenotype broswser (part of Bioportal)

· Clinical trial annotation tool

Software lifecycle

· Developed in phases

· Different phases require interaction between cores

· Iterative”agile” methodology—fast cycles, lots of interaction with users

DIAGRAM of interaction cycle

Should testing/QA be done through Bioportal? Is it more like NCBI where you have a common framework whether looking at GenBank or OMIM, but the underlying queries are different? Or will this all be very integrated?

Current progress

OBO-edit complex class plug-in

· Dynamic combinatorial composition of classes

· Currently plant anatomy and integrating GO and OBO-cell

Phenotype browser (AmiGO experimental branch)

DEMO

Next need to extend test data for PATO to have orthology between fish, fly and human

Annotation tools for MODs vs clinical trials: when you store annotation ontologies, could you allow browser to customize itself? Yes, it currently stores attributes of domain and range to constrain how classes would be combined. New version of Amigo is more generic, and we have programmatic views that are thin, that make it customized for biologists. Driving with meta-data is goal, but may need programmatic solutions. Important since future DBPs may be quite different.

Questions

· Interactions with other cores

· Dataflow (core 3)

· Visualization (core 2)

· Software methodology and API sharing (core 1)

· Bioportal integration (core 1)

· Ontology requirements

· PaTO complete?

· Ontolgoy integration plan?

Need a shared base of sourcecode

Will set up a beta web presence with private areas for slides, revisit presentations later

Core 1 Stanford (Daniel Rubin)

Aims

· Tools to create and use metadata for indexing, accessing, categorizing ontologies

· Long term management & integration of ontologies

· LexGrid technology for accessing terminologies

· Tools for ontology/terminology alignment, mapping, versioning, evaluation, and views

· Tools to support web-of-trust for peer-review

· Visualization of ontology libraries

· BioPortal

Deliverables

· OBO

· Tools for management & integration of ontologies

· Tools for visualization of ontology libraries

· Tools for creating & accessing ontology metadata

· Web of trust platform

· BioPortal

OBO

· Port current OBO on sourceforge to center’s sourceforge library

We need to come up with way to access ad hoc ontologies not yet on current OBO site and keep them up to date

· Convert formats to a common representation accessible to bioportal

· Lexgrid

· Protégé db

· Other?

SNOMED may allow download but with some gateway web page

Will want to allow access in many different formats eventually to users; internally resolve differences in format

· Access relevant vocabularies via LexGrid

· Create initial interface for browsing, searching, and viewing ontologies

Tools for ontology management and integration

· Ontology versioning system, even workflow requirements using meta-data, need to pick a strategy for needs of cores 1-3

Can talk about solutions used by GO, HL7, NCI for these problems

· Tools for creating ontology views

· Tools for ontology evaluation

GO and PaTO have evolved for lots of communication between curators but need tracking of these comments; much done by email threads so hard to track

Ease of navigation:  how hard to find the most appropriate term?  How easy to find the appropriate term? Add meta data to that term

How to use the Aragon usability lab? Mayo usability lab?

· Integration of LexGrid services

· Algorithms and tools for ontology alignment & mapping

· Tools to support workflow related to ontology development

Mapping ontologies: user ontologies, declarative mappings bewetten user ontologies and standard resources, resources

Tools for visualizing ontology libraries (U of Victoria)

· Visualization ontology

· Visualization toolkit

Tools for ontology metadata

· Metadata ontology

· Author-provided metadata

· Peer reviews

· Tools for generating metadata

· Tools to index and access metadata

· Tools to support onotolgy authors in creating/accessing metadata (e.g. annotate classes with structured info)

Peer review

· Web of trust (screenshot) Knowledge Zone:  author, description, keywords, URL, language, URL, intended application, way ontology is structured, way it is represented conceptually, usage (part of the review section), data creating and modification

BioPortal

· Software architecture design and API

· Web interface

· Link to Protégé server and/or LexGrid

· Browse & query function

· Specialized analytic functions (e.g. find similar phenotypes in other species)

· Web services for programmers

· Evaluation

MOCKUP

Browseable ontology, entity-attribute-value model of phenotype data

Need input from core 3 people, e.g. not show entire tree, e.g. type something in and see drop-down of all possible completions

Need a hybrid approach for usability; some would prefer hierarchy views, some would like jambalaya views

Panes that could be dropped

Meeting to sketch out first draft for BioPortal

Core 1: What we already have (Natasha Noy)

Protégé 

Standalone to browse and edit ontologies, add metadata

P41 needs to be renewed July 1 2006; need to position P41 renewal to develop technology to interact better with CBIO than standalone, change web client; need to talk with Peggy

Will also need to do same for OBO-edit in GO grant renewal for Feb. 2006

Java API uses plugins, user interface components

Prompt

Ontology management plugin, e.g. different tasks

Comparing versions of ontologies

See which parts were moved, deleted, also what changed about different classes, e.g. like document tracking

Some API access to this information, but will need this to track effect of these on the annotations, so need to talk to core 2 to find out what API access you need

Algorithms and heuristics to find correspondences between ontologies, as well as tools for users to do this themselves when technology not able to

Also views, e.g. for FMA, give me heart and everything related to it

WebProtégé

Talks to ontologies underneath and allows rudimentary editing

Graph widget with clickable diagrams

Yellow stickies for collaborative development, to put a note on a class that others can see your name, datestame, comment and then others can comment on that

Protégé-OWL

Description logic view of ontologies, different formalism so different interface, with its own set of plugins

Restrictions for classes, subclasses, class editors

Will use this if we go to OWL as representation

OWL API built on top of Protégé API, so Prompt will work on both

Import plugins:  OBO-Edit

Can then see the same data in both interfaces; a little dangerous as there is not a perfect translation between them

OBO file format does have way to define generic instances, but none of the MODs use it currently

Jambalaya plugin for Protégé

Visualization plugins

Uses UML style diagrams to select which parts of ontology to see

Core 1 Initial Goals (Daniel Rubin)

· Convert ontologies/terminologies to a common storage format

· Use LexGrid to access SNOMED and other terminologies

· Protégé for accessing ontologies

· Host OBO

· WebProtégé as initial Web-based portal to OBO ontologies & terminologies

We should add OBO format to discussion

· Define metadata necessary for ontology curation

· Create tools to support collection of ontology metadata and peer-review

Target reviewers:  biologists who create ontologies, folks like Barry Smith, and data that use these ontologies (usage)

· Create initial BioPortal applications

DBPs will have to articulate what they need

Initial BioPortal applications

· Web based tools for visualizing OBO ontoloiges (beyond basic WebProtégé interface)

· Integrate PROMPT ontology diff/alignment

· Interface for search/browsing

· Interface for summarizing peer-reviews and ontology metadata

Scope:  to what extent do we emphasize basic science (MODs) vs clinical applications, traditional human and mouse?  Want us to do both

November phenotype meeting: rat people (RGD) want to do a disease ontology to go along with phenotype ontology; work with Jax mouse

Human diseases are actually combinations of phenotypes

Disease model make sure that to use right model organism

Questions

· How will OBO and OBD interact?

· How will annotation tools access OBO ontologies?

· How will annotation tools facilitate ontology updating

· How will BioPortal access OBD?

· How do we coordinate OBO (core 1) and OBD (core 2) development efforts?

· How do we evaluate our work?

Coordinate before first site visit, and probably before early December NCBC meeting

LexGrid Mayo (Chris Chute)

How do we represent information in ontologies and vocabularies; grand unified representational model to link them

Has redefined vocabulary structure of HL7

Extended to absorb other visions

Result was LexGrid=Lexicons on a grid 

Candidate for a common model

Candidates for generic API Accessories
Taken OBO suite, UMLS, HL7, SNOMED, etc. and put into LexGrid format and demonstrated that grand unified model works more or less

Open to structural modification, has been versioned madly

HL7: 6 layer model, physical, connection, etc.

Meta layer over other levels, health level 7

Clinical standards, common vocabularies, electronic information

Community of 1500 people who worry about abstract information models (RIM, reference information model, UML diagram of structure of medical data)

Clinical trials have climbed onto the bandwagon as well

Vocabulary binding exercise constraint issues about what vocabularies pertain, how do they link, is the work they have been doing, clinical focus

caBIG has asked them to do this in cancer, ties in with clinical data elements, 11179 iso standard of NCI, Harold Solbrig XMDR defines 11179, LexGrid is defining standard for 1179 XMDR

LexGrid should never be seen; invisible metastructure; provides candidate framework for latching everything

CTS=common terminology services

Opensource, public domain

LexGrid Mayo (Tom Johnson)
Outline

Background

Current Lexgrid technologies & tools

Future work/cBIO integration points

Terminologies today vary a lot

· Representation formats

· Standardized RRF, OWL

· Nonstandard CSV, spreadsheet, HTML, PDF

· Distribution

· Periodic release cycle

· Self contained or tightly coupled

· Access & tooling

· Programmatic access changes with provider and distribution format

· Different tools to browse/edit/maintain lifecycle

· Cottage industry approach

· Potentially adequate for isolated access by single project to single terminology

· Inadequate for large scale infrastructures intended to coordinate and serve numerous vocabularies in federated environment

· cBIO

· caBIG

LexGrid

· Framework flexible enough to represent terminological resources in single info model

· Allows resources to be published online, cross-linked, indexed

· Standardized building blocks

· Accessible online


Under a common model


Through a set of common APIs


In web space on web time

· Cross-linked


Loosely coupled


Published individually, when ready

· Exportable

· Locally extendable

· Globally revised

· Open source tooling to browse, edit, etc.

LexGrid model

· Info model that names and defines thing that LexGrid tools need to reference explicitly

· Master representation in XML schema, with (semi)automatic transformations to 

· UML

· XMI

· EMF

· Java classes/OO impl

· Relational database schema

· LDAP schema

DIAGRAM of partial information model: coding scheme: 1) concepts with properties (presentations, comments, and definitions) and 2) relations with associations

We should talk about this in more detail; UMLS handles this badly

Attributes like definition are explicitly defined here

Don’t restrict in the model the relationships, can use flags to indicate transitives, and can add your own flags; forward and backward relationships have to be defined since not always reciprocal

LexGrid Node

Software and a backing data store that represents terminological information in a format semantically faithful to LexGrid model

Data store could be a relational database, Protégé, etc.

LexGrid Node Replication

Master and Image, can be a push model (subscribe to updates) or a pull model

Was from LDAP community, but with relational db, some of them can also be replicated, can talk about

LexGrid Node Distribution

LexGrid Node Federation

Nodes can be federated as a single virtual node

LexGrid components

Import

Terminology can be imported with an import toolkit

Lots of scripts and transforms to get info from different text file formats or UMLS and pull into LexGrid database formats like LDAP, SQL, SQL lite, and generate XML format

Can import from HL7 version 3, Excel, native Protégé, OWL

Browse & Edit 

· Eclipse based tool

· Multi terminology query and browsing

· Can co-exist with Protégé

· Interactive views

· Logging and audit trail

CTS plugin for Protégé

Common terminology services

· ANSI standard interface

· HL7 specification

· Generic terminology component (read only, semantic compatibility with OMG LQS)

· CTS2 may include more components in future

SOAP services

Mindreef was able to use this

.NET applications

Exports LexGrid XML format

Can go online, and pick a format, and choose to transform into LexGrid XML format (closest to native schema format)

Exports OWL format

Have made assumptions about what is existential or universal, and would like to talk about this to say whether valid

OWL uses anonymous nodes, like a parse tree; FMA is full of metaclasses; LexGrid may not deal with all of these

How comfortable is everyone on using LexGrid to model everything?

We could extend LexGrid communally to ensure abstract metamodel to meet your requirements

Alternative is to build from scratch or from partially built pieces

LexGrid is already accepted by HL7 and other communities

Virtual Nodes-Cross Node Search

Can query against DTIC, IDC-9, MeSH and get answers from all of them

Can crosslink between terminologies, e.g. NCI to Semantic net to UMLS

Node directory

Take away points

· Ability to import from and export to multitude distribution formats

· Support for multiple data stores

· Consistent and standardized access for scalability

· Fully compliant CTS implementation

· Support for programmatic access via Java, .NET, web services

· Open source tooling and code

Future

Infrastructure wiring, will be engine underneath EVS

Shows how this could work for BioPortal

BioPortal architecture

Extensions & requirements

· Integrate terminology searches into BioPortal query mechanism, auto-completion, etc.

· Enhance LexGrid virtual model to support Protege knowledge model and OWL full

· Map Protégé and OBO-edit ontologies to LexGrid enhanced model

· Extend publish/subscribe and upload mechanism to support indexing, reasoning, and other listeners (replace LDAP and RSS-style syndication)

· Notify virtual grid subscribers of additions, deletions, or changes

· Register web services in cBIO environment (UDDI)

· Refine cBIO concept identifier resolution service for ontologies and terminologies mapping IDs to LexGrid node addresses and protocols

3 things to talk about more:

1. Data model choice: LexGrid, Protégé, OBO, other?

2. BioPortal integration

3. Requirements of the DBP: annotation tools, BioPortal display of annotation data

OBO format

Core 1 University of Victoria (Peggy Storey)

Peggy Storey (10%)

Chris Callendar programmer (90%)

Maria-Elana Hernandez PhD student

CHISEL computer interaction with software engineering

Group of 10-12 people

· Develop and evaluate tools for software engineers, and more recently knowledge engineers

· Focus on interfaces to help with comprehension, navigation, and collaboration

· Drawing from research on human-computer interaction, visualization, adaptive interfaces, computer supported collaborative work

Visualization techniques in knowledge systems

Jambalaya = SHrimMP + Protégé and Protégé-OWL glue

SHriMP (simple hierarchical …) visualization toolkit

· Nested (or un-nested) graph

· Originally for software understanding (reverse engineering/documentation)

· Has other plugin variations (Creole)

· Smooth animated zooming & layouts

· Embedding of AWT/Swing widgets (e.g. Protégé forms) within visualization

Jambalaya: Protégé + SHriMP Demo

Nested view with classes, can zoom in to the instance levels, can navigate, can expand to see all of the relationships between instances and classes in a single view; can see non-nested view; can run different layouts; can filter by relationship type; can doubleclick on item in list on left and zoom in on right; can see instance tree browser with many features

Drag and drop; quick views; can select on left and show that part in different formats

Can right click on concept and show neighborhood, where in class hierarchy, etc.

Significant challenges

· Unanswered question:

· Where should a visualization be?

· When would the user want to see it?

· How is the data best represented in the viz?

Fundamental visualization question:

How can we provide a useful visualization at the moment a user needs it?

Task-driven visualization on demand (express views)

Query views

PromptViz: visualizing two versions of an ontology


See added in red, deleted in red, old location in yellow, new location in blue

Other technologies to explore

· Customizable by a tool developer and end user

· Leverage “intelligent tool support” for adaptive interfaces:

· Information about the metrics of the ontologies, metadata and instances being visualized

· Information about user’s task (navigation patterns, degree of interest)

NavTracks (file recommender)

· Lightweight navigation aid

· Based on current location and your historical navigation process

· Heuristics such as temporal proximity, frequency of co-occurrence

· Returns you to last known location in file

Dimensionality reduction:  Keep track of queries, make ontology entities more tomographic; Semantic distance community does some of this looking at levels of relationships; many queries users not interested in; very use case dependent; don’t want to throw away detail

Mylar—degree of interest model

· (Kersten/Murphy, UBC)

· Filter/collapse uninteresting elements

· Highlights/expands interesting elements

· Monitors editing and navigation to determine what to collapse/expand

· Integrated with many features in Eclipse, auto-completion, content assist, e.g. ranking

Screenshots of Eclipse, without and with Mylar

Zest-A Visualization toolkit for eclipse

· Developed entirely in SWT (so not Protégé compatible with Swing)

· Meant to provide an easy to use graph widget for developers using SWT

· Many reusable components

· Multiple views for flat and nested graphs

· Extensive layout package

Zest/Mylar integrated

Mylar facility to what to visualize, what to turn on/off

Uses this degree of interest model to help focus large datasets

Uses navigation patterns to create the degree of interest model

Core 1 Work

· Determine requirements for ontology library visualization (core 3)

· Visualization framework:

· Toolkit of visual, views and widgets

· Visualization ontology

· Mappings (graph transformations)

· BioPortal (for end users)—how to contribute?

Discussion for tomorrow:  technology options for visualization framework and BioPortal

Engineering goals and evaluation:

· Instrumentation

· Integration case studies

Peggy was thinking more rich client rather than thin client

Mayo and Victoria say would be good to use Eclipse; get a lot for free, would have instrumentation already there

But all Protégé plug in developers would have to rewrite their UI if they move to Eclipse

Since funding of Protégé gets renewed next July, could look at thin versus rich client, moving to Eclipse

Eclipse Rich Client Platform (RCP)

GumTree

Maestro

Eclipse Trader

Lots of users, can run as applet, can download only 5MB on user machines

Could be very helpful in tools to allow annotation

Core 3 University of Cambridge (Michael Ashburner)

FlyBase database of Drosophila genome, funded by NHGRI since 1992

Harvard, Cambridge, Indiana, Berkeley

Drosophila genetics and genome

Core is info about genes, function of genes, consequences of mutations in genes

Based on books, published since 1925, catalogs of mutations-Lindsley & Zimm

Led to creation of Gene Ontology consortium: Michael, Suzi, Mike Cherry, Botstein, Judy Blake, Jannan Eppig in August 1998

All of the major MODs, plus TIGR, SwissProt, InterPro

Based at Hinxton, near Sanger Institute, with 4 FTE

Curated GO annotations

425,000 gene products

~18,000 concepts

9948 GO terms

no edges between them

probably several million proteins annotated computationally by SwissProt

Can Download MySQL database from Stanford, includes instances from contributing databases by files nightly or monthly

Widely used by microarray people as well, tools to predict GO terms from sequence, lots of tools from industry and academia on GO site

600 papers on Medline referencing GO

OBO extending the GO model

Obo.sf.net web site and cvs server on Sourceforge, maintained by Amelia Ireland at GO office in Hinxton, as an umbrella service

Can see the metadata

New OBO format, can express things similar to the way you do in OWL

Can use same tools for different ontologies:  AmiGo, ImaGO, etc.

How much can users trust the data?  Evidence codes, e.g. sequence similarity, inferred by direct assay; can use more granular terms, part of evidence ontology

Implicit ontologies within GO

· ChEBI: cysteine biosynthesis, hydrogen ion transporter activity

· Cell type ontology: myoblast fusion, epidermal cell differentiation

· Sequence ontology: snoRNA catabolism

· Anatomy ontologies: wing disc pattern formation, regulation of flower development

Phenotypic data ontologies

Very complex, currently free text descriptions

Entity attribute value model

PATO

Michael hopes to hire George Gkoutos who has setting up preliminary version of this phenotype ontology

Most MODs have anatomy ontologies now

Core 3 plan

1) Work with George to develop PATO in context of implementation from FlyBase

2) Retrofit natural language or very brief descriptions of phenotypes in FlyBase for fly genes associated by orthology to human OMIM genes, maintained at Homophila in San Diego

3) Curate OMIM text and abstract the same way, jointly with ZFIN

Emphasis on genes with clear fly/human homologs—have to pick the genes (so far 20)

Need to discuss how to integrate the data and make it public

Haplotypes not as relevant for fly since we can do genetic experiments

Will start with monogenic human diseases 

Major model organisms focus on genetic basis of disease, and you can get far with just focusing on monogenic diseases

Entity-attribute-value (EAV) similar to frame-slot-value but attributes can have classes, unlike slots

Easier for biologists to get their heads around, historical, easier to comprehend

Testable hypothesis: can you use this to make hypotheses of human diseases?

Core 3 University of Oregon (Monte Westerfield)

Ontologies to annotate phenotypes

Interface development standards

1. ZFIN ontologies

a. Ontology development

b. Annotating phenotypes

2. Interface development standards

a. User centered design

i. Needs analysis

ii. Prototyping

b. Usability testing

i. beta testing

ii. user feedback

Humans and animal models have mutant genes that encode mutant proteins that can cause mutant phenotypes (disease)

Zebrafish started by Streisinger wanted to do behavioral genetics in vertebrate at Oregon 30 years ago

Can do classical genetic screens in large numbers (10s of thousands)

1994, established ZFIN, one stop shopping for everything about genetics, development, and research for zebrafish

genome:  98% of genes identified by sequencing, analysis by Sanger sequencing center, to be completed by 2006

ZFIN ontologies

1. Anatomical ontology

2. Cell & tissue type ontology

3. Developmental ontology

4. Gene ontology (process, cell comp., mol. Function)

5. PATO

6. SO

Anatomical ontology relationships


Is_a


Part_of


Develops_from

Search by developmental stage

For each anatomical structure: appears at, evidence until

Done by PhD curators reading papers and filling out web forms, very tedious

If conflicting information, may co-exist in DB, but often contact the authors, and add a note to suspect data

Holoprosencephaly
In humans, midline defects, eyes closer together in heterozygote, single eye in homozygote, cleft palate

oep (one-eyed pinhead) in zebrafish, cofactors for nodal signals upstream of hh gene, causes similar phenotypes

Found these mutants in 1996 in fish but not linked until 2002 where nodal can cause prosencephaly in humans

Now these are big drug candidates for midline defects

Use these ontologies (anatomy, cell & tissue, development, gene) as entity, then attribute and value (from PATO), to annotate phenotype

Values could be qualitative or quantitative

Very early PATO, still changing a lot

Goals of core 3B

	Datatype
	# of genes

	Total ZFIN genes (12/2004)
	16,811

	Genes with human orthologs
	1615

	Genes with OMIM links
	1301

	Total ZFIN mutants
	2827

	ZFIN mutants with OMIM links
	528

	Corresponding human genes
	230

	Drosophila homologs of these
	20


Interface development standards

FogBUGZ

· Tool to track projects

· Used to record questions, discussions & decisions

· Track status of bugs and issues

· Integrated with CVS

· Provides institutional memory

· <fogcreek.com>

ZFIN user centered design:

Informed biologists > needs analysis > design > prototype > beta-version > release

Needs analysis to develop initial data model schema

User survey (all zebrafish researchers), 10% response (2300), 40% are PIs

Advisory board

Prototyping

Paper mock up

HTML mock up

Weekly project meetings

Pose questions and record decisions in FogBUGZ

Usability testing

beta testers (local scientists from Oregon), pair women with women, men with men, grad students with grad students, videotape them and analyze

Then 40 tester from around the world try beta prototype, and ask them to call back, get responses from 12-15 to tweak the interface

Then release the software

On every page, your input welcome, records where they were at the time as the subject heading

Attend 3-4 major meetings per year, and run workshops at Dev Biol meeting and zebrafish meeting every year to have lots of people trying it

Big pharmas use monthly or weekly releases

MODs use the nightly releases, get reports, and head curator looks through report and deal with it

Splits and obsoletes are harder to deal with than merges

System architecture

Questions from Core 1 presentation

· How will OBO and OBD interact?

· How will annotation tools access OBO ontologies?

Will have to store instance of OBO in OBD for queries

Architecture figure from grant:  not just talking of ontologies with annotations, but have to incorporate ontologies in annotation database to make queries faster; precomputing as much as possible

Could be a cron that calls via API; could be push or pull

Do you want all the metadata associated with an ontology?

Exporting ontologies to see just a mouse vs. fly view, not have to worry about yeast trees

Cache a view of OBO in OBD

· How will annotation tools facilitate ontology updating

May want client to download the database locally, this is the way curators often work; how do you handle this? Currently use CVS

Distinguish curators that request changes of ontology; in case of PATO, one person in control; tool should track changes; Just use sourceforge tracker, as is currently done?
Should goals be organized around getting journals to require annotation templates? No, community of life sciences researcher won’t do this

Need to go after biological curators

GMOD, generic model organism database project, repository of software tools, so there is a mechanism to get these to the MODs

Goal has to be the annotation tool as successful as DAG-edit, make bioportal useful to biological community at large

OBO edit may be step in wrong direction because it is more complex?

Nervous about annotators making changes to ontology; instead, each ontology has one editor, and annotators make requests for changes to ontology

GO gets out of sync all the time; there are scripts to deal with obsoleted terms,0.001% of terms give error message but not a big deal

Goal should be for ZFIN and FlyBase to use the same tool

· How will BioPortal access OBD?

Will there be a webservice?  API?

Is it “AmiGO” with all the other bells and whistles?

Or does it just look like one portal, like NCBI, but each has a different query system?

Focus emphasis to do Super OBO browsing will be large; don’t have resources to do both well? Over 5 years.

Don’t reinvent wheels, use common formats from LexGrid so that we don’t have to do interconversions

Webservice may make it easier to put together pieces in browser

Long term, where are the boundaries?  Use tools that are generic; build relationships with other databases

Clients: thin or rich?

Get a lot of infrastructure with Eclipse, lots of toolkits, etc.

When put in grant renewal for Protégé

Aim your browser at a resource and go to work? Yes

Google maps:  can do it over web browser, but to get earth, download fat client

Therefore thick and thin client:  rich eclipse client for professional annotator, to take ontology with them

Other MOD annotators use web connections to annotate

Is it important to have a standalone client? Some will prefer web based, some will prefer fat client

Web interface is probably more the norm for literature curation

Questions from Core 2 presentation

· Interactions with other cores

· Dataflow (core 3)

Push or pull? Relational databases at DBP curating using our tools; in GO, there is a CVS site where they put their data; slurp up these every so often, push data from DBP to OBD
· Visualization (core 2)

Because the ontology getting very complex, hard to find your term, because multiple parents in DAG; need help with visualization here

· Software methodology and API sharing (core 1)

Separate meeting to hash these details out?
· Bioportal integration (core 1)

Still not clear how we are achieving this. What does it mean?

· Ontology requirements

· PaTO complete?

Sounds like some of core 3 resources put into this.

Multiple MODs will be requesting changes, there will be meetings, there will be online discussions, and one person in charge of modifying PATO.

We will only keep track of the most current version of PATO. 

· Ontology integration plan?

Need to think about this more
Can use some of Jonathan Bard’s work on this

LexGrid

Don’t distinguish between instances; see instances as patients, fly mutants, not terminologies

LexGrid manages concepts, not instance data, because that is an application

Some classes have other instances that are other classes

e.g. penicillin can have multiple language instances of that class, model as surface form elements

e.g. class of drug classes in OWL or protégé, would be considered HL7 information model that could be extended

Does data model support use cases we are going to need in this project? Unlikely that OBD users will be reasoning with things capable with OWL?

Common ontology format, use LexGrid?

But because it isn’t native representation, will make it difficult to compare ontology classes

Examine information model LexGrid uses when you change Protégé?  Something between Protégé and LexGrid?

Initially, use 2 parallel systems: LexGrid for terminologies, and use Protégé for ontologies; for distribution, could use the LexGrid model

Currently Protégé can import from LexGrid, and read and write in batch, but can’t incrementally update

Not clear long term whether to keep 2 parallel systems

Name and logo of Center

NCBiO: not clear what the ‘I’ stands for

NCBO:  national center for body odor

cBIO: doesn’t have national in it; we are an international consortium, but we have national funding

Many of these domain names already in use, although Daniel reserved some cBIO domains

NCORB: national center for ontological resources in biomedicine 

Is this is too close to NCOR? National center for ontological resources

NBOC: national biomedical ontologies center

NCBIO Meeting

Stanford

Wednesday, August 17, 2005

Project management

Org chart

Executive committee:  Mark, Suzi, Daniel, Sima, and one more TBD

Russ Altman’s GMS NCBC grant was micromanaged; we may not be if we are funded by NHGRI

cBIO council:  Exec. Comm. Plus PIs

Cores each have a lead from Exec. Comm. plus Barry

Management: Daniel, with 2 associate directors, Rosalind business director, Donna as administrative assistant

Organizational structure
Exec. Comm. meets weekly overall milestones, external relations of center, considering requests for R01 from affiliated projects, directly reporting to NIH

Council meet every other week with staff interested:  VTC or teleconference

Annual site visit with everyone once a year, also meet at annual conferences like ISMB

DBP committee:  Exec. Comm., chair of advisory comm. (chair of this comm.), one other member of the advisory comm. picked by chair

Advisory board, 5 people, meet at least once a year; did not invite people ahead of time since NIH may want feedback and candidates may be on competing grants

Cores 1 and 2 are sufficiently well contained to have someone on each site, as long as people communicate well

Concern that 1.1. FTE may not be enough for management of this project; professional careers hurt by management creep

Managing 3 DBPs is doable, but 5 or 10 R01’s from collaborating groups is more complex; measures success of project to NIH, what work was stimulated in this way

Rex Chisolm at Dictybase, Simon Twigger at RGD, Paul Spellman at LBNL, Yves at SNOMED all interested in applying for these; money from roadmap funds

May want to have Tom Rindfleisch or similar Associate director for external group coordination; split work of presentations at meetings

No one should be allowed to collaborate with us for free

Sima would coordinate FlyBase and ZFIN DBPs and the core 2 activities

Daniel would coordinate the UCSF DBP and core 1 activities, including BioPortal (which includes DBPs, Victoria, etc.)

Barry has someone else to do management of core 6, first workshop is already set up

Meetings

Follow up phone calls:  Exec. Comm. every other week

No more meetings until we get the funding:  

Stanford will post their jobs now

Regular 8 or 9am PST for biweekly Council meetings:  may use access grid, souped up VTC with multiple screens, at Stanford, Victoria, and Mayo; look into whether this is available at other sites

Phenotype ontology content meeting in November 19-20 a day and half at CSH, an opportunity for face to face meeting; invite groups submitting R01’s for January; Goal is oriented towards this grant, so focus on FlyBase and ZFIN, plus Barry and Mark

Ontology Content discussion

Program officers at NIH think this is the continuation of the GO project

NIH concerned about cost of content development; hoping that this project will solve that problem

Nothing in our budget to support GO

Must emphasize to NIH we are a technology center; anticipate R01 and P41 grants for content development, we facilitate, that is essential

We can make it cheaper, faster, better but this center does not do the work

GO Berkeley has to emphasize that OBO-edit is not funded, renewal Feb. 06

Milestones & deliverables 

Tools for curators

Requirements analysis meetings in Eugene with ZFIN, FlyBase, Victoria, Berkeley

Week of October 10:  John Day-Richter, Nomi Harris, Suzi from Berkeley, Peggy and Chris from Victoria, curators from Oregon, in Eugene

Follow up meeting Dec. 5-7 in Eugene for Berkeley developers, Gillian Millburn and George Gkoutos from FlyBase, Peggy and Chris from Victoria

Sima will coordinate these meetings

After that, Technical meeting with Suzi, Chris M., John Day-Richter, Nomi from Berkeley and Peggy and Chris from Victoria

Core 1 Milestones (from grant)

OBO:

OBO Schema

Design & implement OBO software API

Develop, test, and release OBO

Important in terms of Protégé development

Also, if move to thin client, major implications from Peggy

Visualizing ontology libraries by Victoria

Create a toolkit, framework, and ontology

First step has to be curator tool for core 3 to move forward, but how to visualize ontologies for curators will inform how to display them in BioPortal

Establishing the backend of curator tool, OBD, and OBO in the meantime

Do we need an API for a curation tool?  Local copy of small group of ontologies in one format

But in long run, to access different ontologies, may need an API

Common terminology services (CTS) as an API specification would make sense; LexGrid is an implementation of that

First version of a tool could be local copies, would convert this as time goes on to interact with backend, we will learn

Tools for ontology metadata:

Metadata ontology

Tools for generating metadata

Tools to index and access metadata

UCSF DBP:  Terminology binding, analogous to caBIG of HL7, tool will look different, but at the API level would not be much different; CTS could be flexible

For Web of trust:

Could do reliability training at ZFIN and Mayo

Site visit at end of the first year:

BioPortal is a kitchen sink

Moving OBO

DBP’s will have a first version of the tool, and will have curated some of the data by hand

Core 2 milestones (from grant)

OBD:

OBD schema

OBD XML API

OBD web services layer and integration into BioPortal

Data submission

Data versioning module

ZFIN has a history with datestamps, and the database is always live

FlyBase instead uses versions

Our organism can’t legislate how MODs do that

OBD:  date stamp everything that goes in

Primary data will always be in the MOD, which will cause synchronization models

Adopt the GO model; set up an OBD service at each MOD and TrialBase, push data from the MODs to OBD; in long run, will offer both push and pull

Will LexGrid start to handle instance data and annotations? Not sure right now as It may be scope issue

But LexGrid may need to handle instances because metaclasses have to be make into classes for the ontologies, not just the annotations

Versioning:  use 3 different datestamps: one for annotation, one for date that it was pushed to OBD, and one for date of OBD release to public

Data annotation services:

Data annotation plugin for OBO-edit

Image annotation plugin for OBO-edit

Integrate annotation tools with OBD via Web Services Layer

Extend BioProtal for Uploading annotations

Usability Testing of Tools

Right now ZFIN takes complete figures from papers and images from bulk loads, but the data generators label images

They found that annotation of pixels of the image is too labor intensive

DICOM is a sophisticated group dealing with standards for MRI images, etc.; Would be good to be compliant with their standards

Annotation of images of whole organisms, organs, cells, can be done with combinations of the ontologies, e.g. GO, anatomy, etc. and uses OBO relations ontology

May be beyond the scope for now to work on image annotation; will talk to DBPs to see what they need, and not go in this direction for now if it is not necessasy

Data analysis services:

Query engine

Semantic similarity engine

PATO is an ontology, different layers of granularity, can find similar terms; also comparison of ribosome and translation process

If set 3 curators to same task, differences in granularity, can use it to fill in gaps of annotation, e.g. suggest if problem with lens of eye is problem with process: could improve annotation consistency; based on clusters of annotations and algorithms; still a research area

BioPortal:  initially just to display ontologies

In long run, strive to allow BioPortal to not only browse but also create annotations in OBD; does not preclude a parallel path of fat client annotation tools for curators

Evaluation:

Workshops, surveys regularly

Data from usability labs

Richard’s analysis of harder data

Peer review? If able to annotate appropriately

Procedures to interact with collaborating groups 

Executive committee would interact with these

Don’t want groups that don’t move strategic effort of project forwards

Who do we want to get engaged? They would need letter of intent in December to submit grant in Jan. 2006

Constraint: difficult for someone at the same “place” to get a grant; should also be a new collaboration

Warning:  need to get away from the NHGRI centric model of other model organism databases

There is already an RFA out for collaborators for NCBCs at NIH; this does not preclude collaboration with other funding sources with NSF or DOD or private granting agency

Therefore, encourage Disease ontology content development with Rex Chisolm (director of medicine; DictyBase); Suzi will talk to him

Second grant, Aravinda Chakravarti at OMIM at Johns-Hopkins is another person to talk to, Richard will see him soon and ask

Third grant with mouse or rat or both; rat folks at RGD already approached us about their disease ontology, and also Jannan Eppig at JGI should be approached since she does phenotype data; Suzi will talk to them

Also good to go after people using ontologies for NLP, not just those annotating data with ontologies

Richard suggests Debbie Nickerson at Univ of WA Seattle who has cardiovascular SNPS, Daniel will talk to once we have official word

We would be offering tools, bioportal, etc. but not doing the content development

We should write 5 page blurb describing content of our center for these groups

Other NCBCs, like PharmGKB, will need ontologies

Advisory Board candidates
Make sure to have diversity (gender, age, ethnicity), clinician, technical

Potential candidates discussed

Technical side:

Alan Richter (Manchester)

Ronny Kohavi (Amazon, Director of Data Mining & Personalization)

Larry Smarr (Supercomputer facility San Diego)

Usama Fayyad (Microsoft Research)

Someone from Google?

Terry Speed (Berkeley)

Biomedical/pharma side:

David Botstein (Princeton)

David Serles (GSK)

T. Bedirhan Üstün (WHO)

Cornelius Rosse, MD (FMA)

Jason Swedlow (OME at Univ. Dundee)

Elaine Ostrander (Hutchison)

David Altshul (Broad)

Claire Fraser (TIGR)

Kelly Frasier (Perlegen)

Lincoln Stein (CSH)

Jim Cimino (Columbia)

Tarsi Hornak (U Wash)

Relationships with other organizations

Send a note to everyone who wrote a letter of support thanking them and telling them we exist: whoever solicted the letter should send email

WHO, HL7 are letters Mark will write

If WHO is hosting OBO or OBD, it may be quid pro quo

If we do dissemination, workshops, how involved will other staff want to be involved in ontology content development? Can’t constrain this to workshops?  Provide training via Barry with standard operating procedures (SOPs), validation tools, matching service to facilitate collaboration, publish their ontology

We provide it better faster cheaper but others do the work

Develop a mission statement

The goal of our center is to develop technology to make biomedical data explicit (computable) to ease data analysis, understanding for NLP, etc.

Will work on drafting this mission statement to capture who we are, what we do, and why we do it; everyone send their own drafts to Daniel and Mark for editing

Core 6

Dissemination:  Barry will set up 4 workshops per year

Schloss Dagstuhl, Germany, first seminar May 21-24, 2006, goal to be a seminar on biomedical ontologies geared at graduate students, similar to ISMB seminar

Schloss Dagstuhl, Germany, March 2007, invitational meeting for scientists, the German govt. will subsidize

January 2007 PSB meeting? Probably not Brazil ISMB meeting

Next phenotype meeting (after November meeting) should be a working meeting about phenotype and anatomy ontologies; see if GSK or other companies would kick in money to sponsor these meetings

Core 5

Postdocs at Stanford, Berkeley, and Buffalo

Already have someone in line for Stanford

Stuart Russell might know someone for Berkeley

Mark will forward candidates to Suzi

Suggest postdocs visit other sites (especially spending time at both Stanford and Berkeley), participate in dissemination activities, e.g. coordinate OBO and OBD

Should have mechanism for registration, for users who want to annotate data, to submit it and validate it, publish it on BioPortal

Define activities and tasks of postdocs

Driven by needs of core activities? Come up with list of projects that would like to explore but are not critical path, that end in a paper to write

Career path for building ontologies

Common training activities, spending time at each of the sites, Stanford, Berkeley, at the 4 yearly workshops, optionally at DBPs

Summary Action Items

Sima send around notes, open questions, action items

Everyone send mission statements to Mark and Daniel 

PIs follow up with people writing letters of support; people who solicited letters will write them

Monte and Michael will follow up people to invite to Phenotype ontology content meeting in November 19-20 a day and half at CSH; invite groups submitting R01’s for January? coordinate FlyBase and ZFIN curators, plus Barry and Mark

Mark and Barry will discuss workshop schedule

Settle on name for center

Daniel to get a URL and set up web site

· point to OBO sourceforge on first day

· put powerpoint presentations from this meeting on private site

Daniel to set up meeting to discuss Architecture issues within cores 1 & 2, explore thin client/rich client issue, etc.

Sima to set up requirements analysis meetings in Eugene with ZFIN, FlyBase, Victoria, Berkeley:

· Week of October 10:  John Day-Richter, Nomi Harris, Suzi from Berkeley, Peggy and Chris from Victoria, curators from Oregon, in Eugene

· Follow up meeting Dec. 5-7 in Eugene for Berkeley developers, Gillian Millburn and George Gkoutos from FlyBase, Peggy and Chris from Victoria

Stanford to set up OBO sourceforge to archive and thread emai and track bugs

Daniel to set up biweekly meeting at 8 or 9am starting in early Sept

Suzi, Monte, and Michael to look into whether AccessGrid videoconf. is available at Berkeley, Oregon, Cambridge

Contact potential RFA collaborators to R01 grants in January:

· Suzi to contact Rex Chisholm (DictyBase) about Disease Ontology content development

· Richard to contact Aravinda Chakravarti at OMIM at Johns-Hopkins

· Suzi to contact RGD about their disease ontology, Jannan Eppig at JGI 

· Daniel will contact Debbie Nickerson at Univ of WA Seattle who has cardiovascular SNPS, once we have official word

Exec. Comm. will write 5 page blurb describing content of our center for RFA collab. grants

PIs will define activities and tasks of postdocs:  come up with list of projects that would like to explore but are not critical path

Once we have funding, finalize advisory board candidates and invite
